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Executive Summary 
This is the first volume of three reports describing different aspects of a collaborative project with the Defence 
Science and Technology Group (DST Group), Maritime Division.  The project investigated secure and scalable 
private clouds focussing on container virtualisation.  
 
Over the past few years, container technologies, particularly Docker Engine, have gained significant popularity 
for deploying and launching applications within an isolated process space. Prior to the Docker Engine, a 
developer would build an XML document or similar to launch an application within an isolated process space. 
Docker introduced the approach of having portable images of various applications so that containers could be 
easily deployed on a variety of machines. Over the last two years, cloud technologies have been increasing 
integrating container technologies into their platforms. While the performance and scalability advantages of 
containers are well known, there have been a number of concerns about the security of container-based 
solutions. 
 
Defence Science and Technology Group (DST Group) have been experimentally exploring different aspects of 
technological and architectural solutions for building and leveraging private cloud for submarine mission 
systems. The collaborative research project reported in this report has been motivated by their interest in 
evaluating the security, scalability, and other key quality attributes (e.g., usability) of container technologies for 
computing resources virtualisation. This report covers the objectives, setup, evaluation procedure, and results of 
a security analysis of container technologies when integrated into an OpenStack private cloud system. This 
projects’ main scope was to evaluate the security of various methodologies of deploying containers into the 
cloud such as compute hypervisor drivers and different orchestration engines within OpenStack. 
 
Through an extensive research study to achieve the objectives of this project, we have identified various 
challenges in managing the risk of private clouds while deploying containers in a cloud. We have concluded that 
it is quite a challenging task to deploy a secure cloud as this task needs to systematically gather and process a 
large volume of constraints and information into consideration, particularly with regards to the impact of 
security isolations of container technologies (this is covered in Volume 2 – Container Isolation). One of the 
identified outcomes of the previous project was that deep understanding of the required configurations of a 
cloud solution was necessary to provide a working cloud. In order to provide a secure cloud, however, the 
understanding of the required configuration needs to be much deeper as the options outlined to create a working 
cloud may cause security flaws in the system to be exposed. 
 
This work has also identified some key areas for investigation in order to further the understanding and 
capabilities of utilising a private cloud system for submarine mission systems. Some of the key areas include but 
not limited to are building an image trust framework, secure virtualised networking systems, and building 
domain specific tools for orchestrated deployment of required components. 
 
The findings outlined in this report are to give practitioners a working knowledge of the security risks and 
concerns related to deploying container technologies within the cloud. The second volume of this report 
discusses the isolation mechanisms of various container technologies when utilised outside of a cloud. This is 
important due to the security dependency of the containerised cloud on these technologies. The third volume of 
this report discusses the usability and performance of container technologies. This is important as security may 
be the most important but certainly not the only one quality attribute of a system that needs to be considered 
when deciding about the technologies for building and leveraging virtualised solutions with containers. 
 
 

 
  



 

 3 

Table of Contents 

1	   Introduction	  ................................................................................................................	  5	  

2	   Project	  Description	  ......................................................................................................	  5	  

3	   OpenStack	  Summary	  ...................................................................................................	  5	  

4	   Laboratory	  Setup	  .........................................................................................................	  7	  
4.1	   Hardware	  ..........................................................................................................................	  7	  
4.2	   Software	  ...........................................................................................................................	  7	  
4.2.1	   OpenStack	  Distribution	  ......................................................................................................	  7	  

DevStack	  .....................................................................................................................................................	  8	  
Mirantis	  Fuel	  ...............................................................................................................................................	  8	  
Ubuntu	  OpenStack	  Cloud	  ...........................................................................................................................	  9	  
Rackspace	  Private	  Cloud	  .............................................................................................................................	  9	  
Build	  custom	  distribution	  from	  packages	  ...................................................................................................	  9	  

4.2.2	   OpenStack	  Projects	  ..........................................................................................................	  10	  
Neutron	  Networking	  as	  a	  Service	  .............................................................................................................	  10	  
Magnum	  Containers	  as	  a	  Service	  Project	  .................................................................................................	  10	  
Cinder	  Block	  Storage	  Service	  ....................................................................................................................	  10	  
Heat	  Orchestration	  Engine	  .......................................................................................................................	  11	  
Ceilometer	  Telemetry	  Service	  ..................................................................................................................	  11	  
Murano	  Application	  Catalog	  .....................................................................................................................	  11	  

4.2.3	   Storage	  Back-‐end	  Software	  ..............................................................................................	  11	  
4.2.4	   Virtualisation	  Drivers	  .......................................................................................................	  12	  

Backend	  virtualisation	  for	  OpenStack	  projects	  .........................................................................................	  12	  
4.2.5	   Summary	  of	  Software	  Deployment	  Decisions	  .................................................................	  12	  

5	   Related	  Work	  ............................................................................................................	  13	  
5.1	   Security	  Evaluations	  of	  OpenStack	  ..................................................................................	  13	  

6	   Evaluation	  Methodology	  ............................................................................................	  14	  
6.1	   Outline	  ............................................................................................................................	  14	  
6.2	   Literature	  Reviews	  ..........................................................................................................	  14	  
6.3	   Architecture	  Analysis	  ......................................................................................................	  14	  
6.4	   Fault	  Tree	  Analysis	  ..........................................................................................................	  14	  
6.5	   Vulnerability	  Scanning	  ....................................................................................................	  14	  
6.6	   Risk	  Analysis	  ...................................................................................................................	  14	  

7	   Evaluation	  Tools	  ........................................................................................................	  15	  
7.1	   Security	  Evaluation	  .........................................................................................................	  15	  
7.1.1	   Bandit	  Static	  Code	  Analyser	  .............................................................................................	  15	  
7.1.2	   Network	  Packet	  Analysis	  ..................................................................................................	  15	  
7.1.3	   RestFuzz	  –	  API	  Fuzzing	  tool	  ..............................................................................................	  15	  

8	   Containers	  and	  OpenStack	  .........................................................................................	  16	  
8.1	   Technology	  Attributes	  .....................................................................................................	  16	  
8.1.1	   Multi-‐tenancy	  ...................................................................................................................	  16	  
8.1.2	   Compute	  Host	  Isolation	  ...................................................................................................	  16	  
8.1.3	   Restricted	  Knowledge	  of	  Cloud	  Deployment	  ...................................................................	  17	  
8.1.4	   Loose	  Coupling	  of	  Cloud	  Projects	  .....................................................................................	  17	  

8.2	   Nova	  Docker	  hypervisor	  ..................................................................................................	  17	  
8.2.1	   Summary	  of	  Technology	  ..................................................................................................	  17	  
8.2.2	   Architecture	  .....................................................................................................................	  18	  
8.2.3	   Fault	  Tree	  Analysis	  ...........................................................................................................	  21	  



 

 4 

8.2.4	   Vulnerability	  Search	  Results	  .............................................................................................	  22	  
Bandit	  Static	  Code	  Analyser	  Results	  .........................................................................................................	  22	  
Packet	  Trace	  Analysis	  ................................................................................................................................	  23	  
Privileged	  Container	  Usage	  in	  Nova	  Docker	  .............................................................................................	  24	  
API	  fuzzing	  results	  .....................................................................................................................................	  25	  

8.2.5	   Risk	  Assessment	  ...............................................................................................................	  26	  
8.2.6	   Conclusion	  ........................................................................................................................	  30	  

8.3	   Heat	  ................................................................................................................................	  30	  
8.3.1	   Summary	  of	  Technology	  ..................................................................................................	  30	  

Docker	  ......................................................................................................................................................	  30	  
Rkt	  .............................................................................................................................................................	  30	  
LXD	  ............................................................................................................................................................	  31	  

8.3.2	   Architecture	  .....................................................................................................................	  32	  
8.3.3	   Fault	  Tree	  Analysis	  ...........................................................................................................	  33	  
8.3.4	   Vulnerability	  Search	  Results	  .............................................................................................	  34	  

Bandit	  Static	  Code	  Analyser	  Results	  .........................................................................................................	  34	  
Packet	  Trace	  Analysis	  ................................................................................................................................	  35	  
API	  fuzzing	  results	  .....................................................................................................................................	  36	  
Heat	  Docker	  plugin	  analysis	  ......................................................................................................................	  36	  

8.3.5	   Risk	  Assessment	  ...............................................................................................................	  36	  
8.3.6	   Conclusion	  ........................................................................................................................	  39	  

8.4	   Magnum	  .........................................................................................................................	  39	  
8.4.1	   Summary	  of	  Technology	  ..................................................................................................	  39	  
8.4.2	   Architecture	  .....................................................................................................................	  40	  
8.4.3	   Fault	  Tree	  Analysis	  ...........................................................................................................	  41	  
8.4.4	   Vulnerability	  Search	  Results	  .............................................................................................	  41	  

Bandit	  Static	  Source	  Code	  Analysis	  ...........................................................................................................	  41	  
Packet	  Trace	  Analysis	  ................................................................................................................................	  42	  
API	  fuzzing	  results	  .....................................................................................................................................	  42	  

8.4.5	   Risk	  Assessment	  ...............................................................................................................	  43	  
8.4.6	   Conclusion	  ........................................................................................................................	  43	  

8.5	   Murano	  ...........................................................................................................................	  44	  
8.5.1	   Summary	  of	  Technology	  ..................................................................................................	  44	  
8.5.2	   Architecture	  .....................................................................................................................	  44	  
8.5.3	   Fault	  Tree	  Analysis	  ...........................................................................................................	  45	  
8.5.4	   Vulnerability	  Search	  Results	  .............................................................................................	  46	  

Bandit	  Static	  Code	  Analysis	  .......................................................................................................................	  46	  
Packet	  Trace	  Analysis	  ................................................................................................................................	  47	  
API	  fuzzing	  results	  .....................................................................................................................................	  48	  

8.5.5	   Risk	  Assessment	  ...............................................................................................................	  48	  
8.5.6	   Conclusion	  ........................................................................................................................	  49	  

9	   Summary	  ...................................................................................................................	  49	  
	  
	   	  



 

 5 

1 Introduction 
 
Container technologies have been increasing in popularity over the past few years, due to their portability, 
minimal resource requirements, ease of deployment, and the speed of spawning an instance. A lot of companies 
are using container technologies such as Docker for testing the application portability. However, the 
technologies are not being used much in production environments. The reason for the lack of usage within 
production environments is that there is a large concern about the security of these containers. 
 
Container technologies are being integrated into private cloud software solutions such as OpenStack. This 
project seeks to evaluate the security risks involved with the usage of containers within OpenStack private 
clouds in a variety of situations. This project will also be evaluating the technological capabilities of containers 
in terms of their scalability in relation to the traditional type-2 hypervisor such as KVM. 
 
While the Docker project is the most prevalent container technology in use, other container options are also 
available with different focuses on development. In order to determine the best option in terms of the scalability 
and security of the container runtime, we will be running experiments on multiple runtimes, within different 
container deployment systems. 

2 Project Description 
 
The DST Group wish to investigate the usage of container technologies in private cloud deployments and their 
impact on the security and scalability of a private cloud infrastructure.  
 
The components of the project include: 

• Hardware procurement 
• Laboratory environment setup 
• Investigation into the security of container based technologies and their impact on a private cloud 

environment 
• Investigation into the security isolation of containers to the host systems 
• Development of container isolation improvements 
• Study of the technological capabilities and risks of using lightweight containers both in isolation and in 

private cloud deployments. 

3 OpenStack Summary 
 
The OpenStack Cloud software package is a collection of projects, which when combined create an Open 
Source IaaS Private Cloud system [1]. An IaaS cloud allows users to be able to request computing resources as 
required. A user is able to request a certain amount of CPU cores, RAM, and storage space, with a particular 
operating system image installed on top of the resources. However, a strict definition of IaaS means that a user 
can request either a physical host or a Virtual Machine (VM) from a cloud. Instead of version numbers, 
OpenStack releases are assigned code names in ascending order, alphabetically, of their first letter such as 
Austin, Bexar, Cactus, and Diablo. This project utilised the Kilo series of releases, the previous project utilised 
the Juno series of releases. The current stable release at the time of writing is Liberty (October 30, 2015). 
 
The OpenStack cloud platform is a private cloud that is usually deployed onto privately owned hardware in a 
data centre. Other deployment options include public cloud or a hybrid/federated cloud. A public cloud 
deployment means running a cloud platform on a service providers’ hardware. A hybrid, or federated cloud 
deployment is a combination of public and private cloud deployments. The use case of such a cloud is to be able 
to run confidential workloads on a privately own hardware, and the workloads where scalability is the major 
factor on the public cloud components. 
 
Figure 1 shows the main projects of OpenStack and their relations for Kilo release. While some of the projects 
under the OpenStack header are optional and are used only if a use case requires it, there are some projects, 
which need to be included for building a functional cloud platform. These compulsory projects in the OpenStack 
header include Keystone (Identity Management), Nova (Computation Engine), Glance (Image Management), 
and either Nova-network or Neutron (Network Management). The choice of Nova-network and Neutron is one 
based around requirements. For most new deployments the Neutron network management project should be 
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chosen. However, interfacing with older deployments may require using the legacy Nova-Network driver. 
Additionally, Nova-Network can be deployed when hardware limitations are in place. 
 
Other optional OpenStack projects include Ironic (Bare-metal Management), Heat (Orchestration Engine), 
Horizon (Web-based Dashboard), Magnum (Containers as a Service), Ceilometer (Cloud Telemetry), Trove 
(Database as a Service), Sahara (Big Data), Swift (Object Storage), and Cinder (Block Storage). It is a common 
practice to use Cinder for attaching storage capabilities to computational resources. Swift can then be used as a 
backup, or image storage service. The Keystone identity service provides an authentication model of the cloud 
as well as manages where the endpoints of each of the services are located, so that they can easily communicate 
with each other as required.  
 
The Nova Compute service allows users to launch virtual or physical instances of a operating system image with 
properties being defined as a flavor. The flavor is the machine specifications that include such factors as CPU 
cores required, memory allocated, and storage requirements. Each node allocated as a compute node runs the 
nova-compute service, which acts as OpenStack's interface to a hypervisor running on that node.  
 

 
Figure 1: Conceptual Architecture of OpenStack Kilo [2] 

The nova-compute service abstracts away the differences between different types of hypervisor (e.g., 
QEMU/KVM or VMware ESXi). On each node, the service is configured with a driver that communicates with 
the specific type of hypervisor running on that node. A hypervisor provider can be a choice of several different 
options. Only one hypervisor driver can be placed on a single compute node. Some of the more common options 
for the hypervisor driver include Xen [3], QEMU/KVM [4], ESXi [5], Linux Containers (LXC), LXD, and 
Docker.  
 
An alternative driver is the Ironic project, for baremetal machine deployments. The nova-compute service 
communicates with the Ironic API. Ironic then uses its conductor service in order to bring up a baremetal 
provisioned instance according to required specifications. 
 
Both the Nova-network and Neutron provide basic network capabilities to Virtual Machines (VMs) for 
connecting to each other and the outside world. Neutron also provides some advanced networking features such 
as constructing multi-tiered networks, defining virtual networks, routers and subnets. Neutron also has plugins 
that can further enhance the capabilities of the network. For example, LBaaS (Load Balancer as a Service) is a 
plugin that can support automated scaling of resources within a cloud with a load balancer (such as HAproxy 
[6]) that is used to decide about the quantity of resources to be allocated from the available pool of services.  
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4 Laboratory Setup 
4.1 Hardware  
In order to deploy a private cloud capable of container experimentation some hardware needed to be procured. 
The choice of hardware needed to be driven by the requirements of each of the components of the cloud. It was 
decided to get 11 Dell PowerEdge R630 Servers with the following specifications: 
 

Table 1: Dell Server Configuration. 
 
Component Quantity Description 
CPU 2 Intel Xeon E5-2623 3GHz 4C/8T 

HT 10M cache 
RAM 2 16GB 2133MHz DIMM 
HDD 2 300GB SAS Drives 10Krpm 

6GBps 
Network Card 1 Qlogic 57840S Quad Port 10Gbe 

SFP+ Direct Attach Card 
Server Management 1 iDRAC 8 Enterprise integrated 

Dell remote access controller 
 

For networking switches, three Dell Networking X4012 was chosen. This switch is capable of supporting 
VLANs, Link Aggregation and other advanced networking features. A 24U rack was also procured in order to 
house the servers and network switches. 
 

 
Figure 2: Network Layout 

Figure 2 shows the network layout of each physical machine, including the VLAN networks, which are 
travelling into eth1 in all cases. 

 
4.2 Software 
4.2.1 OpenStack Distribution 
The choice of OpenStack distribution needed to be revisited from the previous project due to the changes in the 
requirements for the project. The considered options for the deployment of OpenStack were: 

• DevStack 
• Mirantis Fuel 
• Ubuntu OpenStack Cloud 
• Rackspace Private Cloud 
• Build custom distribution from packages 
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The main change in requirements of the project from the previous project which impacts on the choice of 
OpenStack distribution is the number of nodes available to us. In the previous project we only had four nodes 
available to us, this led to the challenge of finding a distribution that both allowed for deployment size this 
small, and did not require a server to be dedicated to the distribution master. 
 
For the previous project, the DevStack distribution was utilised as it was found that the pre-configured 
distributions such as Mirantis, Rackspace, etc; did not adapt well to the requirements of the project. The 
advantages of DevStack involved the simple way that a full OpenStack distribution can be deployed as it utilises 
shell scripts, has a small and simple configuration file, and is a well utilised distribution and as such has ample 
support for solving issues. 
 
Some of the issues with DevStack was that it lacked refinement, had poor documentation, and uncommon 
configurations were hard to perform. While DevStack did have support for multi-host deployments in the most 
common configurations it is designed for a single host. The usage of multiple hosts added in more failure points 
in terms of possible mismatching of API versions if a new commit was merged to the tree of one of the projects 
while performing the deployment. 
 
We chose to utilise Mirantis Fuel for our deployment as we needed the stability, and simple handling of multiple 
hosts due to the scale of our deployment. DevStack was able to cope with the small number of host machines in 
the previous project, however our project had significantly more hosts available which DevStack may not have 
been able to cope with. Additionally, Mirantis Fuel had a new release since the previous project which upgraded 
the release version of OpenStack to Kilo, and had a number of improvements to the stability of the deployment. 
Further information about the different deployment options can be seen below. 
 
DevStack 
The first considered OpenStack distribution was the one utilised by the previous project as that would cut down 
on deployment time and effort.  
 
The main reasons that DevStack [7] would be an appropriate choice is the documentation of the less commonly 
deployed projects is fairly centred around an experimental DevStack deployment. DevStack also allows for the 
customisation of OpenStack to be done at various degrees with automation that does not need a large amount of 
effort in order to utilise. 
 
One of the reasons that DevStack may not be suitable for this project; is that the deployment scripts build the 
components from source and therefore the stability of the deployment is not guaranteed. Another major concern 
is the lack of support for multi-node setups. While it is certainly possible to utilise a small number of nodes as a 
DevStack ecosystem, the number of nodes and variations between the software deployed to the nodes make 
DevStack a less likely choice to be made. 
 
Mirantis Fuel 
The second considered OpenStack distribution was Mirantis Fuel [8]. Mirantis Fuel utilises a deployment host 
to enable custom configurations of OpenStack environments, which are installed onto fuel slaves using PXE 
booting systems. As of 30th September 2015 Mirantis Fuel released version 7.0 which allowed for the 
deployment of the OpenStack Kilo release. Mirantis is also credited for having the most stable release of 
OpenStack available. 
 
The Fuel distribution does not have a large range of options for deployment by default; however there are a 
number of fuel plugins available. These plugins allow the OpenStack environment administrator to deploy more 
customised deployments without the need to perform changes to the environment manually. There are numerous 
fuel plugins that are officially supported by Mirantis [9]. Aside from that it is possible to create your own 
plugins to further customise the deployment. 
 
As Fuel is designed for use in production environments it provides options for high availability and secure 
communication channels. The high availability is given with the use of Pacemaker [10], and HAProxy [6]. 
While the secure communication channels are provided by Transport Layer Security (TLS) for each of the 
OpenStack endpoints. 
 
The issue with Mirantis Fuel is that its releases tend to be behind the OpenStack releases by a full release cycle. 
This can lead to some features that are currently in OpenStack to not be available in Fuel. The reason for this is 
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that Mirantis is designed as a production-ready deployment and as such a certain level of stability is required 
which the bleeding edge will not allow for. 
 
While this issue with Fuel is a potential stumbling block. The ability to customise the distribution and having 
inherent stability with the deployment leads to this being the best choice for the deployment of OpenStack for 
our use case. 
 
Ubuntu OpenStack Cloud 
The Ubuntu OpenStack cloud [11] is a system which allows for the simple deployment of OpenStack nodes 
with a maximum of ten nodes for experimental evaluation. While this limit does not impact the current project, 
for future work the number of nodes in the cluster may exceed this limit requiring a change in distribution. 
 
Ubuntu OpenStack uses three main components for the deployment and monitoring of the cloud from bare-
metal. 

• MAAS (Metal-as-a-Service) [12]  
• Juju [13] 
• Landscape [14] 

 
MAAS is the bare-metal provisioning system designed by Canonical in order to bring up the nodes with the 
required operating system images. Juju is the configuration management tool, which allows a user to deploy 
various tools and software onto a node (such as an OpenStack service). Landscape is a web-based dashboard 
which allows users to design a deployment of the cloud and have the other services deploy it for the users. 
 
This is a powerful option and is probably the best of the major distributions for our project, but setting aside the 
small limit it does have some other shortcomings. The major one was the out of box support for minor projects, 
that is it cannot be used to deliver projects from source code with ease, and the provisioning system it has will 
mean a duplication of effort if a redeployment is required. The delivery of source code into the deployment 
needs to be simple as some of the newer projects are yet to be integrated into these types of tools e.g. Magnum. 
 
Rackspace Private Cloud 
The Rackspace private cloud [15] was one of the main options explored in the previous project [16]. It was not 
really an option for this project for two main reasons: 

• Difficult to deploy 
• Very limited to enterprise-grade data centres 

 
In terms of the first problem, in the previous project, the Rackspace Private Cloud was found to be deployed as 
a series of Ansible playbooks which when provided a valid configuration would deploy the system. When 
attempting to deploy this distribution, it was found to have a highly complex networking configuration 
requirement, and the Ansible scripts often failed in different places, which caused debugging and deployment 
that was extremely costly in both time and effort. 
 
In terms of the second problem, the suggested configuration of Rackspace is to have a series of load balancers to 
provide a highly-available private cloud solution. This is not available to us, and the documentation on 
deploying a simpler version of this cloud solution is very sparse, adding too much overhead for the deployment 
to be feasible. 
 
Build custom distribution from packages 
While it was found that the solutions provided from other companies are lacking in some regards, OpenStack 
can be installed from operating system packages for all major distributions. The OpenStack documentation 
project has several installation guides [17]–[19], which can assist in the development of a deployment solution. 
 
The major advantage of this solution is the number of customisation options available, as a user decides what 
projects should be used, what hypervisors to use, the number of nodes required for each role, and many other 
options. Thus, it is possible to provide a completely custom OpenStack deployment using this approach. This is 
very similar to DevStack with one important difference; DevStack deploys from source code, while this 
approach deploys from packages. The packages will tend be more stable, as most operating systems have a 
stability requirement for acceptance.  
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The major disadvantage of this solution is that the sheer number of configuration options available in 
OpenStack significantly increase the difficulty of deployment. However, by utilising a combination of baremetal 
deployment software and configuration management software this challenge can be reduced. This is a similar 
approach to that of the other distributions, with a custom environment being deployed. Another disadvantage is 
the lack of support for this deployment option. The distributions of OpenStack have technical support available, 
however this approach only has the OpenStack discussions and bug reporting mechanisms for projects. 
 
4.2.2 OpenStack Projects 
While some OpenStack projects are required by all deployments, some are optional. In this section, we will 
focus on the optional projects that are going to be utilised in the OpenStack deployment, going through what 
they provide, their dependencies, and the alternatives if they exist. 
 
Neutron Networking as a Service 
The first project that we looked at is the OpenStack networking project: Neutron [20]. This project provides the 
ability to create virtual networks, subnets, and routers at its most basic form. In a more advanced setup Neutron 
is also able to provide the following advanced networking features: 

• Load Balancing as a Service [21] 
• Firewall as a Service [22] 
• VPN as a Service [23] 

 
From the scalability and security standpoint of this project both the Load Balancing and Firewall plugins look to 
be promising avenues for investigation and experimentation. Additionally, deploying the VPNaaS plugin will 
allow for experimenting the security of containers that reside within these VPNs. 
 
The Neutron project only requires the mandatory services for a basic setup, but for it to utilise some of the more 
advanced features completely other software/projects may be needed. Some OpenStack projects that could be 
needed are the Heat orchestration service, and Ceilometer telemetry service. 
 
The alternative to Neutron is to utilise the nova-network legacy virtual networking driver [24]. Nova-network is 
capable of a subset of the functionality that Neutron has. Nova-network also puts more load on the Nova API 
service, as each request would have to go through there for networking.  
 
Another partial alternative to Neutron is the Akanda network orchestration platform [25]. While Neutron would 
still need to be used in order to provide L2 networking functionality, Akanda is able to deliver L3-L7 network 
services via VMs. Akanda is able to provide routing, load balancing, firewall, and other services. The focus of 
this project is to lower the barrier of entry for the OpenStack cloud operator. As this is not a focus for this 
project, we will be using the Neutron project for the same capabilities. 
 
Magnum Containers as a Service Project 
The Magnum [26] project is a new project, which provides a method to launch containers as required by the 
users. This is done by utilising container orchestration engines such as Kubernetes [27], Docker Swarm [28], 
and Apache Mesos [29], [30]. Magnum adds the ability to create a multi-tenant solution for these orchestration 
‘bays’, which can provide replication providers and scale for software application level containers.  
 
An issue with Magnum is that it is heavily tied into the Docker containment engine [31]. While this is the most 
popular choice for containers at this time, it does limit experimentation possibilities. Also as it is new and not 
officially integrated into OpenStack in the Kilo release, it must be installed from source code introducing the 
possibility for stability issues. The Magnum project requires Heat for orchestrating the deployment of the 
container orchestration engines, Cinder for instance block storage, and Neutron for networking capabilities. 
 
The alternative to using Magnum is to develop your own way for deploying these engines, the OpenStack 
application marketplace does have a Kubernetes template [32], which can be used but the other options may 
need some development i.e. Apache Mesos, and Docker Swarm. 
 
Cinder Block Storage Service 
OpenStack Cinder [33] project provides the private cloud with the ability to attach block storage devices to 
virtual instances. The main reason this is included in our deployment is the dependency with the Magnum 
project. Cinder is able to utilise multiple backend types, including LVM [34], Ceph [35], and GlusterFS [36]. 
The choice of the backend is discussed in Section 4.2.3. 
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While Cinder does not require any software aside from the mandatory projects, and a backend engine for the 
storage it does have the hardware requirement of having an extra hard drive attached to the servers that will be 
storing the data. 
 
Heat Orchestration Engine 
OpenStack Heat [37] provides a way to orchestrate complex software deployments with logically coupled 
components. An example would be to deploy a Model-View-Controller (MVC) application with the database, 
front-end, and controller software in different virtual machines. Heat can also be used to send software 
configuration data to the instances cloud init to create consistent and customisable application stacks. 
 
The Heat project requires that Neutron is deployed and the OpenStack Keystone Identity service has v3 of its 
API exposed in order to make use of domains for Heat. It is possible to do part of the Heat orchestration using 
configuration management tools; but this will not provide all of the functionality, so Heat is a highly 
recommended project in most OpenStack deployments. 
 
Ceilometer Telemetry Service 
The Ceilometer Project [38] provides a way to monitor the usage statistics of the cloud which can be useful in 
the measurement of the scalability of the cloud. It is also used for its ability to send notifications when a statistic 
meets certain criteria allowing for auto-scaling of Heat resources to be achieved using Neutron LBaaS. 
 
Ceilometer is able to support multiple DB back-ends [39], and although it is possible to use a relational database 
such as MySQL [40], or PostgreSQL [41], the time series nature of the data to be stored means a non-relational 
database engine would be a better choice. The two choices for this is the MongoDB [42] document-oriented 
database storage engine, and the Apache HBase [43] distributed data store. As we do not require a distributed 
database the recommended choice for this project is MongoDB. 
 
Murano Application Catalog 
The Murano application catalog is a way for an organisation to create several application deployment options 
for users of the cloud to be able to deploy complex applications in a simple way. Murano utilises Heat to deploy 
its applications, with the main difference between them being Murano is an application orchestration engine, 
whereas Heat is an infrastructure orchestration engine. 
 
4.2.3 Storage Back-end Software 
For the provisioning of block storage resources to virtual instances using the Cinder Block storage service 
several possible back-ends [44] were considered. Out of the full list of the possible solutions, the following were 
considered: 

• LVM 
• GlusterFS 
• Ceph 

 
The LVM (Logical Volume Manager) back-end is the solution discussed in the installation guides for 
OpenStack [33]. This is a very commonly used storage solution and is used outside of the cloud to create virtual 
partitions of storage drives. Most graphical Linux distribution installers provide an option to use LVM to 
separate some data partitions. In order to utilise LVM in conjunction with OpenStack, the configuration  of 
LVM needs to be carefully considered to ensure that the proper access controls to the managed disk are in place. 
As LVM is the option used in the official installation documents, it is the easiest to deploy with an OpenStack 
experimental environment. The downside of LVM is that the only servers that can host storage are those that the 
cinder-volume service is deployed onto as it is not a distributed file system. 
 
GlusterFS is a distributed file system capable of scaling out to several petabytes of data with ease. It features 
several replication control systems, and integrates with FUSE [45] (Filesystem in USErspace). Unfortunately it 
suffers from several downsides when integrating with OpenStack [46]. The primary issue is that a GlusterFS 
volume is not the same as a Cinder Volume leading to an extra level of management required to manage the 
virtual volume resources as they are required. 
 
Ceph is another distributed file system similar to GlusterFS. It overcomes the issue with management layers that 
GlusterFS has by utilising the concept of storage pools [47], which is a collection of volumes. That is if a pool is 
created for each service requiring Ceph then volumes can be created as required by OpenStack within the 
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appropriate pool. Pools also provide snapshot, and replication capabilities. A disadvantage of Ceph is that if 
ephemeral disk, or boot from volume is required the glance image formats must be set to RAW [48]. 
Conversion for this can be done using the qemu-img [49] convert functionality.  
 
For this project, we decided to use Ceph as it provides a distributed file system, increasing the scalability of the 
storage components, and its disadvantages for OpenStack are simple to overcome. 
 
4.2.4 Virtualisation Drivers 
From discussions with DST Group it was found to be a requirement that the following container technologies 
need to be explored: 

• Docker [50] 
• LXD [51]–[53] 
• Rkt [54], [55] 

 
Each of these technologies are being analysed within Volume 2 of the report, however in the case of the 
technology having an implemented cloud integration this will be analysed in this volume. 
 
Backend virtualisation for OpenStack projects 
Some of the OpenStack projects that we are deploying require some non-container technologies to be used for 
the hosting of instances as only privileged containers may have nested container setup. In terms of other 
virtualisation drivers, there needs to be a traditional type-1 or type-2 hypervisor to run the Magnum bays, and 
Murano agents. For this project, we chose to use KVM (Kernel-based Virtual Machine), which is the default 
deployment option for most OpenStack distributions due to its popularity, and the fact that it is open source. 
 
Alternatives to KVM include VMware ESXi [5], Xen [3], and Hyper-V [56]. As these nodes are going to be 
used as backend technologies for projects that only require the basic nature of the hypervisor most of the 
features will not be utilised. 
 
4.2.5 Summary of Software Deployment Decisions 
Figure 3 shows the architecture of the deployment of software on different nodes. As we have decided to follow 
the Mirantis Fuel route, the usage of bare-metal provisioning and configuration management tools did not need 
to be discussed as Fuel takes care of both of these requirements utilising Puppet [57] for configuration 
management, and Cobbler [58] for bare-metal provisioning of nodes. 
 

 
Figure 3: Software Deployment Layout 
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5 Related Work 
5.1 Security Evaluations of OpenStack 
Due to the popularity of the OpenStack private cloud software, several security researchers have performed 
evaluations of the security of OpenStack. However, there have been only a few efforts to systematically and 
rigorously study the security of OpenStack container-based projects, which have been used in our work. We 
provide a summary of some of the work reported on security of OpenStack’s containerised clouds. This brief 
review of the existing work is expected to help a reader to understand the methodologies utilised for the reported 
security evaluation and how our work compares to the existing work on the same topic.  
 
In the paper “Cloud Penetration Testing [59]”, the authors utilised a variety of tools to perform a penetration test 
of the OpenStack cloud platform. The actions that they performed during their test are as follows: 

• API Fuzzing 
• Session Hijacking of Horizon 
• Credential Theft 

 
The API fuzzing is the task of sending random data, which often contains characters known to have been the 
cause of vulnerabilities in the past to different APIs. The tools that the authors utilised include BED [60], and 
SFUZZ [61]. Session Hijacking is the methodology of capturing session tokens/cookies and utilising them to 
access areas of the website that the target user has access to. This can be done utilising XSS, packet sniffing, 
and other methods. The author used Hamster and Ferret by errataLabs for this task. These tools are now out-of-
date and hard to find. Credential theft is the task of using a packet-sniffer to obtain a target’s username, and 
password. The authors utilised the popular packet sniffing tool Wireshark to perform this action. 
 
In the paper “Privacy Penetration Testing: How to Establish Trust in Your Cloud Provider” [62], it is discussed 
that while penetration tests often find vulnerabilities in terms of the code for the deployed services, they do not 
consider the socio-technical domain, i.e., social engineering. Social engineering attacks are often the most 
successful attacks as they take advantage of the trusting nature of people. 
 
In the paper “Security Vulnerability Assessment of OpenStack” [63], the authors utilise automated vulnerability 
scanners in order to perform their assessment. The tools that they utilised were the Nessus Vulnerability Scanner 
[64], and the Acunetix Web Vulnerability Scanner [65]. These tools are well regarded in the industry for 
penetration testing but do not provide a complete picture of possible flaws in the system. 
 
In the paper “Security Evaluation of Open Source Clouds” [66], the authors perform their security evaluation by 
providing a score on several different metrics of security that show how well each cloud1 is compliant to their 
metrics. At the time of evaluation, OpenStack had the lowest score but this was performed in 2013, after which 
there have been new 3-4 releases. 
 
In the paper “Towards a Vulnerability Tree Security Evaluation of OpenStack’s Logical Architecture” [67], the 
author focuses on the architecture, and theoretical aspects of a cloud to perform their security evaluation. While 
penetration tests are needed to be performed in order to test how well the implementation of various services 
hold up in terms of security, this evaluation technique will show security flaws in the system architecture. This 
paper utilises an adapted form of a Fault Tree which is a technique commonly utilised in Aerospace 
Engineering. 
 
In the paper “A cloud security risk-management strategy” [68], the author shows the usage of the Bowtie risk 
assessment diagram in order to provide a simple way to quickly view the possible causes, treatments, impacts, 
and mitigations for a particular event occurring within the cloud. However, they do not actually perform the 
analysis, rather, they only show this as an example of a possible strategy. 

                                                             
1 The cloud software under analysis included OpenStack, OpenNebula, CloudStack, and Eucalyptus 
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6 Evaluation Methodology 
6.1 Outline 
There was a need to come up with a well reasoned process for performing a systematic and rigorous review of 
the security and technological capabilities of container based technologies in the cloud and in isolation. While 
the project is split into different logical components, some of these components should feed into others to build 
a complete picture of the technologies. 
 
We devised and followed the following process for the reported work: 

1. Read appropriate literature to find common vulnerabilities in the reviewed technology; 
2. Analyse the architecture of the technology; 
3. Perform a fault tree analysis on the technology being reviewed; 
4. Using various evaluation tools find possible weaknesses for the security of the system; 
5. Perform a risk assessment for the technology; and 
6. Test the technological capabilities of the technology in terms of scalability, and performance. 

 

6.2 Literature Reviews 
As the first step of the process for analysis, the reading of related information can be used to find common 
vulnerabilities either in the reviewed technologies, or in similar technologies. This step can be used to focus the 
search of vulnerabilities. Some of the considered sources of information include: 
 

• Academic Papers 
• Blog Posts 
• Release Notes 
• Git Commit Logs 

 

6.3 Architecture Analysis 
In order to understand how a technology works, the architecture should be analysed. This step involves the 
analysis of the connections between different components, different services outside of the technology, and what 
each component provides. The primary goal of this step is to ensure a complete understanding of the inner 
workings of the technology, leading to the understanding of various weak spots in the architecture both from a 
security standpoint, and a performance standpoint. 
 

6.4 Fault Tree Analysis 
The usage of fault trees to analyse OpenStack components is not a new idea [67]. This methodology provides a 
way to visualise the structure of the component and see what effects a fault will have on the rest of the 
components of the system. i.e. will a single vulnerability only effect a single component, or will it cascade into 
other components, possibly effecting the security of the entire system. 
 
The issue with this form of analysis is that it can be difficult to get right, as some protections against a cascading 
vulnerability can be difficult to spot without tracing every possible path through the code, which is infeasible for 
a large and configurable system like OpenStack. 
 

6.5 Vulnerability Scanning 
This step will be utilising various security evaluation tools (see §7.1) in order to automate the finding of various 
security flaws. Most of these tools only show an indication of where an issue may be, it is up to the reviewer to 
analyse the results and find out whether an issue could have an impact to the security of the cloud. 
 

6.6 Risk Analysis 
In order to evaluate the suitability of the container technologies on the cloud, a risk assessment must be made. 
Our methodology of performing this is to use the bowtie risk assessment diagrams to create a simple, easy to 
understand diagram of the different threats, consequences, mitigations, preventative measures, and escalation 
factors. Each of the components of the diagram will be explored in a detailed analysis of the risks involved in 
the technology. During this phase, we will also discuss the risks in terms of the users, i.e., the socio-technical 
domain 
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7 Evaluation Tools 
7.1 Security Evaluation 
7.1.1 Bandit Static Code Analyser 
The OpenStack security team has released a static code analysis tool to assist in detecting the potential security 
flaws in the system before being pushed into production environments, where security flaws can cause 
catastrophic vulnerabilities. This static code analyser works by running the source code of a project through a 
series of tests that check for various types of possible security flaws and assign each found possible flaw a 
possible risk, and confidence of the flaw. 
 
The confidence of the flaw is how sure the program is that it found a legitimate issue in the security of the 
program. Whilst there are many other static code analysis tools for Python, Bandit was developed by the 
OpenStack foundation, so some of the tests performed are based around security issues that have been found in 
the past. Moreover, most of the other static code analysers for python are more for style issues, i.e., PyLint [69]; 
however the pyreverse [70] tool that is now bundled with PyLint is useful for generating UML class diagrams of 
different projects. This can be done to easily find what a particular class provides to the service. 
 
7.1.2 Network Packet Analysis 
One of the key tasks of this project was to analyse the network traffic being generated by the different services. 
For this task, we chose to utilise tcpdump [71] to capture the traffic and Wireshark [72] to analyse the packets 
for interesting data. Whilst there are many other tools that can provide a way to perform much deeper analysis in 
a simpler way, the choice of the used tools was based on the widespread nature of their usage. And there is a 
much more developed support framework for these tools. 
 
In order for a malicious attacker to be able to utilise packet sniffing on the OpenStack private cloud, he/she 
would need to have some form of network access to a cloud whether that be physical, or remote. Additionally, 
in the event that they obtain this access OpenStack has different networks being used to send data. This reduces 
the possibility of the flaws highlighted in packet analysis being found by a malicious user. We do need to take 
this into account as it has been proven multiple times in the past[73], [74] that physical, and virtual security are 
not perfect. 
 
7.1.3 RestFuzz – API Fuzzing tool 
The RestFuzz tool [75] developed by RedHat is used to automate the testing of REST JSON based APIs, such 
as OpenStack APIs. It does require some work to be put into the generation of method descriptions, which can 
be built using YAML syntax.  
 
Fuzzing inputs of various programs has been used for a long time for testing purposes [76], not just in the 
security domain but also to highlight the issues that could be caused by unexpected inputs. The most commonly 
found issues with fuzzing tools are string validation issues. 
 
RestFuzz was chosen over other fuzzing tools for the following reasons: 

• It is open source software (ASL v2.0); 
• It is designed for usage with OpenStack; 
• It has powerful payload customisation options; and 
• It is easy to extend the types of inputs being generated. 

 
Most vulnerability scanning tools are proprietary tools that often have limitations when it comes to REST API 
scanning, as they are usually used for the scanning of websites. 
 
The RestFuzz tool has the following features: 

• Support REST based JSON API (OpenStack API); 
• Requires a description of methods, inputs/outputs; 
• Randomly generate inputs; 
• Outputs/inputs of type resources are collected and reused; and 
• Health monitoring extract TraceBack from logs. 

 
The TraceBack module is a set of classes written in Python which provides a standard interface for interactions 
with stack traces of a process. This allows for the health monitoring component of RestFuzz to retain control of 
the program through error. 
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As this is testing the public APIs of the services, an attacker would not need any particular access level to attack 
the system. The major hurdle that an attacker would have to overcome is to being given authorisation to utilise 
the services that they intend to attack. This could be achieved in several ways including social engineering, or 
masquerading as a legitimate user. This leads to the fact that the flaws found using this methodology can 
significantly increase the risk of a successful attack. 

8 Containers and OpenStack 
In this section, we will be exploring the security risks, and technological capabilities of various container 
technologies when deployed alongside OpenStack. In terms of the security of the cloud, we need to take into 
consideration the security of the deployed applications outside of cloud, hypervisor security, and the security of 
the OpenStack projects. 
 
There are several ways to deploy container technologies such as Docker within OpenStack. Some of these 
methods include: 

• A Nova hypervisor driver; 
• Magnum Containers-as-a-Service Project; 
• Heat Templates; and 
• Murano Application Catalogue. 

 
The most mature methodologies for deployment of container technologies are the nova hypervisor drivers and 
the Heat templates. However, the Magnum and Murano projects are much more recently added into the 
OpenStack ecosystem. 
 
In order to perform adequate analysis of the risks, and technological capabilities for the usage of containers 
within OpenStack, we need to analyse the architecture of each deployment methodology. Looking for possible 
attack vectors, communication channels, as well as the capabilities of the technology in terms of scalability, 
availability, and resilience to failure. 
 
This section will be organised by the technology enabling containers on cloud, with ways to deploy different 
containers using the technology listed in the technology summary. 
 
Table 2: Container Technology Deployment Options Matrix 
 
Container 
Technology 

Nova hypervisor Magnum Heat Murano 

Docker X X X X 
LXD2 X  X  
Rkt   X  
 

8.1 Technology Attributes 
In this section, we will be highlighting some of the technology attributes that are expected for each of the 
different technologies that we are testing. 
 
8.1.1 Multi-tenancy 
The primary idea behind multi-tenancy is to allow for multiple users/projects to utilise computational resources 
in parallel without having any access, or effect on the other tenants. This is a major security issue for cloud 
deployments and applications as there have been several publicised attacks on co-resident virtual machines 
[77]–[79]. As resource pooling for multi-tenant environments is a part of the National Institute of Standards and 
Technology’s (NIST) definition of cloud computing [80], it is expected that all of the technologies that we 
analyse will need to support a multi-tenant architecture. 
 
8.1.2 Compute Host Isolation 
The concept behind the compute host isolation is to ensure that any virtual machine/container that is residing on 
a physical host has only the access that is required of it to a physical machine. This is a major security 
                                                             
2 The LXD hypervisor driver for Nova was not analysed as there was a lack of documentation for having it work with OpenStack Kilo, as well as on Ubuntu 
14.04. 
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requirement of a system as on these hosts are the cloud configuration files that can be utilised to take control of 
a cloud by a malicious entity. Due to this, we expect each of the services analysed to take this into 
consideration. 
 
8.1.3 Restricted Knowledge of Cloud Deployment 
For this attribute, a user should only have the knowledge of the cloud deployment that they need to know. For 
example, a user should know what public services are available to them to use. However, they should not know 
how a system is working internally. For example, a user should not know or care what message queue system, 
or database is being used to communicate, and store data about different cloud components. There is some 
information that they should know, such as hypervisor types available, network segmentation types, etc., but for 
the most part the internal services that are not exposed to the public should not be known to the user. 
 
8.1.4 Loose Coupling of Cloud Projects 
Whilst within a project a high degree of coupling between components can be expected, between different 
projects that form the OpenStack private cloud software there should be very little knowledge of the internal 
modules of another project. That is if another project requires some part of another, it should communicate 
through their API, rather than using any knowledge of the internals for a project. 
 

8.2 Nova Docker hypervisor 
8.2.1 Summary of Technology 
 
The Docker hypervisor driver for OpenStack (named nova-docker [81]) is the driver that allows OpenStack 
users to treat Docker containers as they would a KVM instance, within the Nova Compute project. 
 

 
Figure 4: Nova Docker hypervisor driver architecture [81] 
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Figure 5: Nova System Architecture [82] 

8.2.2 Architecture 
 
From Figure 4, and Figure 5, we can see an overview of how the Nova Docker hypervisor driver works. A user 
makes a request to the Nova API, which once authenticated, and accepted gets passed to the Conductor service. 
This service is used to orchestrate different tasks needed to perform the action requested by the user. If a user 
wishes to utilise Docker as their virtualisation driver, the scheduler service finds the best compute host capable 
of performing the action. Once an appropriate host has been found, the conductor uses the message queue in 
order to inform the host to fulfil the request. While performing each of the actions required to launch the 
container, the nova compute service communicates with the Docker virtualisation driver through the nova 
virtualisation API, which is a component of the nova compute service.  
 
The Docker virtualisation driver is a small HTTP client that acts as a hypervisor (supervises the launch and 
lifecycle of virtualisation technologies), sending requests to an instance of the Docker engine. The Docker 
HTTP API is then used to provide information about containers, and allow for starting and stopping of 
containers from OpenStack.  
 
Most of the deployments place the Docker engine instance on the compute host. This is not a requirement. 
Instead in the nova-compute configuration file, we can specify the host URI for the Docker engine. This can 
increase the security of the cloud, by allowing the specification of a virtual instance running the Docker engine 
instead. However, this would cause this particular compute host to be extremely under-utilised, unless other 
services were being hosted on the same host. This would also significantly increase the required network traffic. 
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Figure 5 shows that the communication between the different OpenStack components utilises the common 
oslo.messaging [83] library of OpenStack. This Python library is an abstraction of RPC and messaging 
mechanisms over a number of different messaging transports. In the recommended deployment of OpenStack, 
the transport mechanism used is the RabbitMQ [84] messaging queue system. Another option is to use the 
∅MQ [85] (ZeroMQ) messaging queue system. This is a very attractive target for attack, as a compromise to 
this library would mean that the entire OpenStack cloud would be vulnerable, regardless of deployment (as long 
as compromise was not transport mechanism dependent). 
 
Figure 4 also shows that a container on the compute host will communicate with the Glance host, for Docker 
image fetching. There has been several cases of Glance images being used to compromise the confidentiality for 
the Docker host in recent times [86], thus, this communication could be a security issue leading to the 
compromise of the controller host(s). At this point in time, there are several cases where this pull image has 
failed with incomplete bug reports surrounding this issue [87], [88]. 
 

 
Figure 6: Simplified Sequence Diagram for starting a Docker container 

From Figure 6, we can see a simplified sequence of events that occur when a user requests that Nova starts a 
container using the Nova Docker hypervisor driver. From this we can see how much activity is required for 
OpenStack to start instances. This simplified version does not show the following events: 

• Glance image fetching; 
• Virtual networking detachment and attachment; 
• Security group assignment; and 
• Compute host determination. 

 
These events are not shown due to not being specific to Nova Docker. However, some steps prior to the Docker 
virtualisation driver being utilised are shown in this diagram for additional understanding. The diagram is 
showing the mandatory steps that lead to a container being setup. The diagram also shows that this only utilises 
two projects (Nova and Keystone), whereas a full diagram may use at least four projects3 depending on the 
deployment. 
 
Figure 6 shows that a user requesting the container is not notified of it starting. This is due to the asynchronous 
nature of the OpenStack cloud. That is most services only send a response informing a user that the requested 
action has been started.  
 
In terms of fetching images from Glance the Nova Docker hypervisor driver currently has an issue with this. 
That is the Docker image name is not unique within a single tenant or within multiple tenants. This allows for an 
attacker to be able to upload their own vulnerable image with the same name as other Docker images and launch 

                                                             
3 Nova, Keystone, Glance, and Neutron 
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it before other users do. This can lead to a situation where the Docker engine is always launching the malicious 
image, as the first step it takes is to check whether there is already an image loaded into the engine with the 
same name. This is a known problem with a blueprint associated with it [89], however, as of September 2015 
the change-set was abandoned due to inactivity without the codebase being integrated [90]. This indicates that 
some of the projects that make up OpenStack can have long standing bugs due to the ever changing environment 
of OpenStack. 
 
 

 
Figure 7: OpenStack Neutron Virtual Networking Topology Concept Diagram [91]. 

In order to analyse how the virtual networking of Docker containers are done with OpenStack Neutron and the 
Nova Docker hypervisor driver, we need to understand some key concepts of the Neutron Networking Service 
as shown in Figure 7. 
 
The tenant networks are L2 segments with a particular subnet associated with them. This subnet is the Classless 
Inter-Domain Routing (CIDR), which the virtual servers will have their IPs associated with. The ports are a 
connection from a single device to a subnet, these devices can be associated with a virtual router, or a virtual 
instance. 
 
The way that the Nova Docker driver links itself to the rest of the virtual networking infrastructure is as follows: 

1. Create virtual networking components (taps, bridges, etc.) with OpenVSwitch or similar; 
2. Set container network namespace to the same as the virtual networking components; and 
3. Perform steps to bring NIC up within the network namespace. 

 
As the network namespace of the container changes, the container will no longer be attached to the unfiltered 
bridge that Docker utilises by default this greatly improves the security as the networking of the Docker 
container is managed by the OpenStack Neutron service, which has a lot of in-built protections including; basic 
firewalls through port based security groups, and multi-tenancy for networks ensuring that only allowed users 
can talk to the network. 
 
Security Groups are port based firewall rules which can be used to restrict the traffic that is allowed to flow 
through the ports. For example, it is possible to restrict access to a particular TCP port such that only a device 
on a particular network can connect to it.  
 
The compute host determination algorithm utilises a method of filters, and weights to determine which host is 
the most suitable for hosting the instance (see Figure 8). This is done by the nova-scheduler service.  
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Figure 8: Filter and Weighing Conceptual Diagram for the OpenStack Nova Scheduler[92]. 

In the filter step of the scheduler, the Nova Scheduler service iterates over each of the compute hosts and checks 
whether they are able to host the requested instance. There are a number of possible filters, and it is also 
possible to build custom filters for a customer’s cloud requirements. After all hosts have been checked for the 
ability to host, the ones that can host the instance are then sorted in terms of the suitability. These suitability 
measures can be related to available RAM, compute host metrics, IO workload, and server group affinity.  
 
In order to implement one of the co-resident resistant allocation algorithms, a new weight function needs to be 
implemented which takes the factors for co-resident resistance into consideration. Once this has been done the 
host that is determined to be the best is then chosen to launch the instance. 
 
8.2.3 Fault Tree Analysis 
 
The tree shown in Figure 9 is an adapted version of the Nova fault tree in the vulnerability tree paper [67]. The 
adaptations are in the form of the removal of references to the Nova console service, as Docker is unable to 
utilise this service in its current form. Additionally, we added information about how the hypervisor for the 
nova-compute service is broken into two parts. 
 

 
Figure 9: Fault Tree Analysis of Nova Docker hypervisor driver. 

The Nova project is one of the most complex pieces of software that is a part of the OpenStack cloud. This is 
primarily due to the strong interconnections between various sub-components that form the entire project. In 
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terms of the nova compute service, the hypervisor driver consists of two components. The first component is the 
instance of the Docker engine that sits either on the compute host, or in a network reachable location from the 
compute host. The second component is the Docker client, which utilise HTTP requests to perform the required 
actions for containers. If either of these components is vulnerable, then the nova-compute service will be 
vulnerable as well. 
 
8.2.4 Vulnerability Search Results 
Bandit Static Code Analyser Results 

Figure 10: Bandit Static Code Analysis of Nova Docker virtualisation driver. 

 
Table 3: Bandit Results Summary for Docker Hypervisor. 

 
Issue Security Impact Mitigation 
Insecure PRNG used None N/A 
Assert Used for Error Checking None N/A 
Execute as Root Code Injection -> System 

Compromise 
Audit rootwrap filter files to 
match the principle of least 
privilege 

Bind to all interfaces Increased Attack Surface Restrict binding to required 
interfaces only. 

 
 
Figure 10 shows that the breakdown of the detected potential security flaws in the Nova Docker source code 
from the Bandit static code analyser (summarised in Table 3). While the results can give an indication of 
possible security flaws, the context each result occurs in also requires consideration. 
 
In the ‘blacklist calls’ test any calls to functions that have known security risks are reported by searching the 
source code for calls to the defined functions. In the case of the Nova Docker virtualisation driver, the results 
showed that they were all calls to the random.randInt function. This function should not be used for any purpose 
that requires cryptographically secure pseudo-random number generation [93]. However, in this case, the 
random number generators are being used for random MAC address generation. This prevents possible issues in 
regards to interruption and loss of networking capabilities for a container. 
 
In the ‘assert used’ test any usages of assertions in the source code are flagged. This can lead to security flaws as 
when the Python module is compiled to optimised byte-code the assert statement will be removed. This means 
that any validation code should not be placed within an assert. In Nova Docker, the only assert is one to check 
whether a particular python module is loaded and as such should not be considered a security flaw. 
 
The ‘execute with run as root user’ test returning a positive reading can indicate a command being run as a root 
user which is a dangerous possible flaw, and for Nova Docker it’s the most common result of the analysis. This 
is being utilised to perform the network functions that connect the Docker containers to the OpenStack 
networking infrastructure. These functions require root privileges to perform these actions. However, the 
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utilisation of root is still dangerous and any input parameters to the functions should be checked to ensure that 
no commands have been inserted into the execution. This could lead to denial of service, persistent access to 
hosts, file integrity and confidentiality breaches.  
 
A possible area to look into for improvement of the security is to have the process performing these actions have 
CAP_NET_ADMIN [94] assigned and migrate as many of these root calls to non-root usage. The usage of 
capabilities allow for a process to be only permitted to perform a subset of the operations available to a full root 
user. At this point in time the process does not utilise capabilities but instead relies on a password-less sudo on a 
set of operations which are defined in the nova-rootwrap [95] files. 

 
The usage of rootwrap is designed to increase the security of the OpenStack cluster by limiting what commands 
can be run by the Nova user. This is done by utilising a file containing filter definitions. These filter definitions 
are of the form: 
 
<filter_name>: <filter_type>, <executable>, <user> 
 
The way that the rootwrap works is by instead of root commands being run as sudo <command> it is run as 
sudo nova-rootwrap /etc/nova/rootwrap.conf <command>. In that regards, the filter files act as a whitelist for 
what the nova user is able to perform as a super-user. The default rootwrap filter, however, has all of the 
different commands that may be required by the nova-compute service without taking into consideration the 
hypervisor being run on the system. This implies that the rootwrap filter files need to be managed and audited to 
ensure that only the minimum possible set of commands can be utilised by a nova user. Due to the ownership 
chain of the python modules and configuration files, the nova user is not able to modify the configuration or the 
modules used by the nova-rootwrap executable. 
 
The main issue with the default compute filter file is that most of the commands are being set using the 
CommandFilter type, this filter type only checks the executable name being run without checking the 
arguments. During the auditing and management of the file as many of these filters should be changed to a more 
specific form to protect the system further. Additional to the default filters, a user can implement his/her own 
filters to further improve the security. At least the filter class being implemented must have implemented a 
match function that extends the basic CommandFilter class. 
 
The ‘hardcoded bind all interfaces’ test, checks for the binding of a service to the 0.0.0.0 IPv4 address. This 
binding enables that the service is being served on all physical NICs of the host server. This is an issue as each 
open port increases the attack surface of the host server. This is also an issue if there are port collisions, which 
can lead to errors occurring with the new service not being brought online. In order to prevent this from 
occurring, we need to verify that the relevant configuration options are being set to being bound to a particular 
address, or interface. 
 
Packet Trace Analysis 
A packet capture was performed on the Nova Docker hypervisor host while the following actions were 
performed: 

• Start instance 
• Associate floating IP with instance 
• Disassociate floating IP from instance 
• Delete instance 

 
The command to perform the packet capture such that the data were sent to the Wireshark program on a remote 
workstation was: 
 
ssh root@<fuel_ip> “ssh node-<num> tcpdump –i any –w – not port 22 2>/dev/null” | wireshark –k –i -  
 
This command first creates an ssh tunnel to the fuel master node, then a tunnel to the Nova Docker node, which 
then runs tcpdump capturing all traffic except SSH traffic. The SSH traffic is not captured as our own 
connections would create noisy data, and OpenStack does not use the SSH port to send data between hosts. As a 
compute host runs only nova-compute and neutron agents, the majority of the data was either RabbitMQ packets 
telling the host to perform an action, or the neutron client sending requests to the server to obtain the required 
information. 
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The RabbitMQ traffic is the more useful for this study as it contains information about the instances that are 
being started on the host.  The neutral client requests for information (via the GET command) is not relevant 
because … 
 
On a completed launch some of the fields that are sent to the compute node include: 

• SSH public key data 
• The endpoints for the Cinder service 

 
Neither of these points leads to a major security flaw, as public key data does not expose any issues without the 
private keys. The endpoints for Cinder would only give the attacker more knowledge about the network layout, 
however, this data were captured through the OpenStack administrative network. 
 
All of the data found from packet analysis has a smaller security impact than the intruder having access to the 
OpenStack administrator network. Thus, in this case the focus should be on securing the network itself over 
doing all the tasks required to secure the different data being sent. 
 
Privileged Container Usage in Nova Docker 
As of 8th September 2015, the Nova Docker hypervisor driver is able to launch containers in privileged mode 
[96]. The way that this has been implemented is that the Nova Docker driver has added new configuration 
options into the nova.conf file. This means that each host will either not allow any containers to be privileged, 
or all containers will be privileged regardless of actual requirements. 
 
This security risk was introduced as a fix for bug #1493298: container cannot change hostname [97]. The issue 
is that Sahara performs a remote call for instance configuration to update the hostname of the container/instance. 
This issue is dependent on the privileges of the container. 
 
The UNIX hostname command can perform one of two system calls. Firstly the gethostname() function, which 
requires no special kernel capabilities of the process. Secondly, the sethostname() function, which does require 
that the CAP_SYS_ADMIN kernel capability is set. This second system call is what has generated the bug, by 
requiring the capability of SYS_ADMIN to be provided to the container for setting the hostname after the 
container has already been created. 
 
From this it can be seen that the main component of this bug dwells within the Sahara project. It is required by 
the clusters that the hostnames need to change after being spawned. This tends to lead to consistency issues, 
often breaking several components of the system, e.g., sudo.   
 
The main issue with the fix is that it breaks the multi-tenancy of the system. That means the privileged docker 
container is able to see and read the contents of other containers no matter what tenant is running the container 
as tenants are on the OpenStack level, not at the Docker level. 
 
This security risk can be found in the Nova Docker repository branches stable/liberty, and master. However, this 
security risk is not present in the stable/kilo branch4. The master branch of Nova Docker is generally the one to 
utilise as it will have more bug fixes released, as most patches are not back-ported into other versions. 
 
If a particular tenant does require privileged containers, then it is recommended that the Docker hypervisor host 
will only accept containers for that tenant. This has not been implemented as a feature and this will also have a 
negative effect on the resource utilisation sharing of a cloud as a particular tenant/project will be able to have 
complete access to a particular host. A way to circumvent this is to have virtual machines from either a type-1/2 
hypervisor or a system container (e.g., LXD) hypervisor, to be created for each tenant of the system. These can 
then be used through the docker host configuration option of Nova Docker. 
 
By default this solution would be unable to differentiate between different potential hosts, thus, a proxy address 
(provided by software such as HAProxy [6]) will be required, which will forward the request to the correct 
virtual instance depending on the tenant ID for the request. This will have multiple effects on the system 
including: 

• Increased isolation from the remainder of the cloud; 
• Retain multi-tenancy for the host, removing unfair advantage for a tenant; and 

                                                             
4 The risk was introduced as a fix for a different bug 
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• Reduced resource wastage. 
 
The increased isolation from the remainder of the cloud is a result of having an additional layer on top of the 
host operating system as a full virtual machine will have hardware isolation from the host machine. This further 
implies that as the virtual machine should have no access to resources on the host OS this leads to a lack of 
information disclosure to the container as the network used for these virtual instances should be isolated with 
NAT (Network Address Translation) to enable internet access as required. 
 
By having the proxy forward requests based on the tenant ID, the multi-tenancy of the system is reserved as 
prior to this the most secure way of having privileged containers would be to restrict the host to only respond to 
a single tenant. Furthermore, this will lead to the removal of unfair advantage for tenants as each of the tenants 
that require a privileged container host can be given the same amount of virtual resources. 
 
Additionally, this approach will reduce the amount of computational resources being wasted. This is due to the 
fact that most tenants will only require a subset of their containers to be privileged. This implies that if it was 
left to one host per tenant the amount of resources used by the host will be small compared to its capacity. By 
having multiple tenants we can move what could hypothetically be several hosts (one for each tenant) onto the 
same host, consolidating our resources to leave other hosts to support non-privileged Docker container 
deployments, or other hypervisor deployments. 
 
In conclusion, this security flaw was brought on by several issues, where the simplest fix was done opening a 
large security flaw in the system. The issues were: 
 

• Sahara needs to change the hostname after instance creation, reasoning unknown at this time; 
• Docker containers do not have CAP_SYS_ADMIN by default (nor should they); 
• Privileged containers do have CAP_SYS_ADMIN; 
• The sethostname() system call requires the calling process to have CAP_SYS_ADMIN; and 
• Nova Docker was blamed as this did not occur on the commonly used type-1/2 hypervisor drivers 

 
This bug was associated with the Nova Docker project as it did not appear for other drivers. One reason can be 
that as the other hypervisor drivers simulated the hardware, so a root user inside of a type-1/2 virtual machine 
had full capabilities were able to perform the request from the SSH session.  
 
API fuzzing results 
The fuzzing for the Nova Docker hypervisor driver, utilised one of the example APIs for the Networking 
service, and one of our own development. The one we developed included the following operations: 

• server list 
• flavor list 
• image list 
• server create 
• server details 
• server update 
• server reboot 
• server rebuild 

 
We ran the fuzzing tool for a maximum of 100,000 events. We found this a sufficiently large size as we began 
to see quota exceeding errors occurring late in the run. In a fuzzing exercise, the ones that we wish to look into 
are those that return a 500 Server Error. This implies that some input that we have provided has caused an 
unexpected error on the server side.  
 
While these errors do not necessarily indicate a security flaw, it does imply that the input validation on the 
server side application is not being performed correctly. As an input request should return a 400 Bad Request if 
the format is unexpected. We obtained 105 Server Errors for the server_create request, and 42 Server Errors for 
the server_rebuild request. 
 
In the case of the server_create request, this was caused by poor input validation on the networks parameter. In a 
normal request the network parameter contains a list of dictionaries, with the keys being either uuid, or port. The 
fuzzing tool found that while there was validation checking to see if the networks parameter was a list, there was 
no validation on the content of the list. That means the items within the list did not need to be a dictionary. This 



 

 26 

implies that the steps leading up to the 500 errors are being executed. This leaves the compute service open to 
possible injection attacks with specially crafted input that resides within a list. 
 
In the case of the server_rebuild request, the error will occur any time that the imageRef parameter was not a 
string. This was due to their being no input validation for the imageRef, except to see if it was assignable to a 
variable. The error is thrown, when the codebase attempts to obtain the ID of the image if it was a URI, by 
utilising the split method and getting the last component of the string. As the only data structure/type that JSON 
encodes with the split method is the string, an error is thrown. 
 
From analysis of the causes of the errors, these are not exploitable using code injections. These issues have been 
fixed in the Liberty release of OpenStack, and highlight the necessity of keeping software up to date. 
 
8.2.5 Risk Assessment 

 
Figure 11: Bowtie Diagram for Privileged Container Launching. 

Table 4: Threat Assessment Summary for Privileged Container Usage. 
 
Attacker launches privileged container Violations 
Description At least one of the Nova Docker hypervisor driver hosts 

allows privileged containers to be launched, and the malicious 
user is able to take advantage of this. 

• Multi-tenancy 
• Compute host 

isolation 
Consequences • Able to perform operations as if they were not in a 

container as root [98]. 
o Corollary to this we can also view any data, 

operations being run on other containers. 
Mitigations • Appropriate SELinux/AppArmor profiles to restrict 

operations allowed 
• Ensure only containers that must have privileged 

mode reside on the host using anti-affinity rules. 
o Further, only allow a single tenant to use 

that particular host. 
 
For the privileged container event (Figure 11, and Table 4) the threat actor is a user of the cloud that has either: 
 

1. Decided to use their access to perform malicious actions 
2. Had their credentials hijacked by a malicious entity 

 
In the first case, it should be clear that no user should be given complete trust by any administrative entity. In 
order to accomplish this all users should have their actions monitored, and audited for suspicious activity.  
 
In the second case, the action monitoring for the first case would also assist in preventing malicious activity, but 
there are some protections the administrator can use to prevent this from happening. Some examples include: 
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• Education about social engineering attacks (phishing, unknown hardware, etc.); and 
• Usage of SSL/TLS encryption of connections to prevent MitM attacks (will not prevent SSL striping 

attacks). 
 
 

The two mitigation techniques that we will explore are virtual machine allocation policies, and Linux security 
module profiles. If either of these mitigation techniques fail then both multi-tenancy, and cloud host isolation 
will be violated causing a large security impact on the organisational private cloud infrastructure. 
 
The virtual machine allocation policies refer to the way that virtual machines are scheduled onto various hosts 
of a cloud infrastructure. This is done on OpenStack by the Nova scheduler, which uses a weights and filters 
approach to the problem.  
 
For most allocation policies designed to solve the co-resident problem[99], there needs to be enough hosts so 
that the probability of a user starting a virtual machine on the same physical host as their target is low5. This can 
be a difficult problem to solve as the number of hosts can be fairly limited depending on an organisation’s 
budget. Even if there are enough hosts to prevent this form of attack in an acceptable percentage of cases, there 
is still the problem if an inappropriate algorithm was chosen.  
 
An algorithm may be inappropriate if it violates other constraints of a system, such as power consumption, or 
workload distribution constraints. Some algorithms may work well in theory, or under certain conditions but 
may not do so under the conditions your system operates under. This means that the chosen algorithm may need 
to be revisited if there is a higher than acceptable number of co-resident attacks occurring, or if another 
constraint is being violated. 
 
There are two main Linux security modules that can be utilised to prevent unauthorised actions. These are 
SELinux [100], and AppArmor [101]. Both of these modules are capable of protecting a system from the actions 
of a privileged Docker container. The major issue with the security modules is that they tend to break a lot of 
programs that may work well in some environments but not others. This can lead the system administrator to 
disable the module, or set it to permissive mode just to make an executable operate. This will in turn make the 
protections the modules provide useless.  
 
Another possible issue with these modules is that there is a lot of maintenance required to keep the security 
policies up-to-date. This could possibly lead to an action, which may be permitted unless stated in the policy to 
have an impact on the security of a system. 
 

Table 5: Threat Summary for Attacker Breaking Container Boundaries. 
 
Attacker breaks container boundaries Violations 
Description An attacker who has access to a container, or 

contained service is able to break the isolation controls 
put in place. 

• Multi-tenancy 
• Cloud Host Isolation 
• Restriction on 

Knowledge of 
Deployment 

• Data confidentiality 
• Data integrity 

Consequences • User has what can be classified as root access 
to the host machine 

o Access to configuration files 
o Access to devices 
o Access to all data stored on the 

machine 
o Access to the OpenStack networks 

Mitigations • Limit contents of physical host 
o Do not have SSH keys to other hosts 
o Only install what is required 
o Do not store private data on the host 
o Encrypt data where possible 

                                                             
5 That is have the number of hosts m sufficiently large so that if an attacker launches n virtual machines the chance of co-residence is still low. There is a 
compromise to be had here. In order for this to be guaranteed with high confidence, then m needs to be quite large for a multi-tenant system. However, the costs 
of doing this is quite large. Thus a compromise between security and costs needs to be made. 
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Figure 12: Bowtie Analysis for container boundaries being broken for Nova Docker hypervisor driver. 

 
The breaking of a container’s boundaries (see Table 5, and Figure 12) is one of the most significant possible 
issues in the utilisation of the Nova Docker hypervisor driver. In this case one of the threat actors manages to 
utilise a vulnerability in the Docker engine in order to gain access to the underlying compute node. For more 
information about the security of the Docker container runtime see Volume 2 of this report[102] 
 
In this case there are several possible threat actors, and methods to prevent them from performing their 
malicious actions. 
 
The first threat actor to be identified is the malicious cloud user. That is someone who is deploying a container 
image with the express purpose of breaking the boundaries of the container. In order to prevent this, we need to 
limit their access controls to only allow them to perform the actions that they need to. The issue with this is that 
the user may have a legitimate requirement for each of the resources that they need to perform their attack. 
 
The second threat actor to be considered is the malicious service user, which is someone who utilises deployed 
services on the OpenStack infrastructure. For example, if there was a container running the Jenkins Continuous 
Integration (CI) tool, then the actor could be someone with access to this. In order to prevent their actions, we 
need to ensure that they only have access to the endpoints of the service required for their usage. That is, if there 
are ports that need to be opened for the internals of the service, the user should not have access to them. This 
can be done using a combination of security groups, and firewall rules. 
 
The third threat actor to be considered is the malicious image. The source of the image could be from a Man-in-
the-Middle attack, where a server returns a vulnerable image instead of the requested one, or it could be an 
image from a malicious image author, who has uploaded it to the image storage servers.  
 
In both cases, it is possible to audit images in order to prevent boundaries from being broken. This is a difficult 
task due to the multi-layered nature of a Docker image, as an auditor will need to audit each layer, as well as the 
overall image. In the case of the Man-in-the-Middle attack image, we could also enforce that each image needs 
to be signed using the Docker Notary project [76]. However, this will not work in the case of the malicious 
image author as they could just sign their own malicious content. 
 
The Docker Notary project is a project which allows image authors to sign the contents of their image[103]. 
This system allows for the publisher of the image to sign a collection in order for the users to be able to verify 
the integrity of the image and the origin of content. As any author is able to sign a collection, a malicious author 
is still able to sign the image and content where the content is designed to break out of the container. 
 
The major consequences of such a breakdown include the compromise of a multi-tenant system, data 
compromise, and a breach in the entire cloud ecosystem. 
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Multi-tenant compromise is a large problem for cloud computing with a lot of research focusing on co-resident 
side channel attacks that can be used to obtain information about another tenant’s data, and execution patterns 
[77]. These attacks can usually be performed inside of a container. If the attacker has broken out of the 
container, then they have complete access to the containers residing on a host machine.  
 
The general method of mitigating this issue is to minimise the chance that a malicious user resides on the same 
host as their target. This can be done using co-location resistant allocation methods [79], [99], which utilise a 
broadcast domain to hide the physical server on which a service is being hosted [104], and by migrating the 
target instance throughout the different possible hosts in order to reduce the chance of a target remaining on the 
same host for long [105].  
 
As with most security measures these can have a negative impact on the scalability, or availability of a system. 
Additionally, they tend to be based on the fact that there is a large number of hosts available for deployment and 
if not these measures will fail to sufficiently protect the system.  
 
These security mitigations are not common practice but have been suggested in academic papers. Therefore they 
will need to be evaluated for suitability in the deployed environment. 
 
If the container boundaries are broken then the following data can be obtained from the host: 
 

• Nova Service usernames and passwords for Keystone 
• Message broker usernames, passwords, and hosts 
• Authentication URI (usually known) 
• Backend technologies of the cloud 

 
This can lead to the entire cloud being at risk as this information is universal to the deployment.  
 
 

 
Figure 13: Bowtie Analysis for Network Access by the Attacker. 

 
Table 6: Threat Summary for Attacker Obtains Network Access. 

 
Attacker obtains network access Violations 
Description Through some means the attacker has obtained 

some form of connection to the OpenStack cloud 
networks. 

• Secure Authentication 
• Restrict Knowledge of 

Cloud Deployment 
  Consequences • Attacker is able to: 

o Sniff packets 
o Launch MitM attacks 

 
Mitigations • Use IDS to detect any new connections to 

each network 
• Verify network security 
• Verify physical security 

 
For the security breach event of network access (see Figure 13, and Table 6), the attacker is someone who is 
attempting to gain access to the networks that OpenStack sends its data through. This can be done through a 
variety of means such as physical access to network infrastructure and remote access to one of the hosts. 
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One way to prevent this from happening is by whitelisting what machines can access the network. This is 
usually done by the MAC address of the NIC connecting to the network. This method allows the connections to 
be made only if they are permitted. This can be circumvented by the attacker managing to masquerade as an 
authorised machine using MAC address spoofing software, or by tunnelling through an authorised host e.g. SSH 
tunnel.  
 
Another preventative measure for this type of breach is to verify the integrity and strengths of the security of the 
network, both physically and virtually. Often physical security can be neglected in favour to the usage of high-
grade software for network security, but there needs to be some consideration for this otherwise someone could 
just walk in and connect their machine straight into one of the switches.  
 
If the attacker does manage to gain network access, then we need to limit the damage that they can do. Most of 
the more damaging consequences of their access involve either sniffing packets for interesting data, and 
performing Man-In-the-Middle attack. In both of these cases, encryption of the network traffic could be utilised 
to prevent this. However, the attacker could utilise some attacks on HTTPS traffic, such as clustering traffic to 
analyse content variations [106], or SSL striping [107] to overcome this method.  
 
8.2.6 Conclusion 
While the ability to deploy containers as if they were virtual machines on the OpenStack cloud is a highly useful 
capability to have on small clouds where resources are limited, the security model of the Nova Docker 
hypervisor driver is not strong enough to utilise it for any workload that has security constraints. However, for 
workloads that do not need any security assurances then this method allows for minimal changes in the current 
infrastructure to switch from traditional hypervisors to Docker containers.  
 
The main security issue of this driver is that there is very limited protections once you break out of the 
containers.  This can lead to the entire cloud being compromised due to the configuration files that reside on the 
host.  
 

8.3 Heat 
8.3.1 Summary of Technology 
The Heat Orchestration Engine is the OpenStack project that is responsible for infrastructure orchestration. It 
creates, updates, and destroys various cloud resources as defined by a template with parameters. It is similar to 
the Amazon Web Services (AWS) CloudFormation service. As it is defined in a very generic way, allowing for 
a range of templates from the very simple to a multi component highly complex system to be defined it can be 
used to deploy any container services onto a cloud in a way that is simple to replicate. In the following 
subsections, we will describe different ways to deploy some of the container technologies by utilising Heat. 
 
Docker  
There are a few ways to deploy Docker containers within the cloud using Heat. These include: 

• Heat Docker plugin 
• Container Orchestration Engine deployments 
• Docker host deployments 

 
The Heat Docker plugin allows a container to be specified within the Heat orchestration template, and be 
launched on a particular Docker host, which could be on one of the compute hosts; or it could be on a Docker 
host that is deployed on an OpenStack cloud. Deploying container orchestration engines within the cloud 
outside of Magnum could introduce its own security flaws due to misconfiguration. The use of customised 
templates allows more flexibility in the deployment with choices to make such as orchestration engine to use, 
container runtime to use, and other custom attributes. 
 
Deploying a Docker host within OpenStack is a simple way to deploy a system within OpenStack on a virtual 
instance rather than a compute host adding an extra layer of isolation between the container and the host 
machine. This can be combined with the Heat Docker plugin to provide a more secure host for containers. This 
option may be used instead of a container orchestration engine where such an engine is unnecessary. 
 
Rkt 
Due to maturity, the Heat project is currently the best way to deploy rkt onto OpenStack. The best way to 
deploy rkt is as a part of a CoreOS cluster [108], which allows for the utilisation of tools such as fleet to control 
the applications being deployed. We have taken the referenced material and modified it to suit our needs. 
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Figure 14: CoreOS Cluster Architecture (adapted from [109]). 

From Figure 14, we can see different major components of the CoreOS cluster6. The fleet service is in charge of 
managing what applications are running on different hosts within the cluster. Fleet [110] can be considered as a 
cluster init service, similar to the systemd init service for single hosts. Etcd is the datastore for the cluster, which 
stores data both as ephemeral and persistent data storage types. The data can then be accessed from each node 
within the cluster. Applications are defined as systemd units, that are passed into Fleet to manage the 
availability, and launching the application. Applications can be defined to launch as containers, as long as the 
full path of the container driver is known. 
 

 
Figure 15: Multiple Application Deployment on CoreOS Cluster (adapted from [111]). 

From Figure 15, we can see how two applications can be launched on a cluster with each instance of the 
application being placed on different hosts. This can be enforced using some Fleet specific options within the 
systemd unit file. If one of the hosts were to go down, the fleet controller will redeploy any applications residing 
on that host on another server while still adhering to the application deployment rules. If there is no such host 
which can be used without breaking any of the constraints, then the application will not be deployed until such a 
host becomes available. 
 
While still utilising Heat, it is possible to deploy rkt within normal Nova instances by adding the installation 
steps to the user-data component of the instance’s metadata. This user data is then run on the instance during 
boot using cloud-init. This option has the advantage of being able to run on any operating system that is 
supported by rkt. This also has the advantage of being able to define different infrastructure components 
surrounding the rkt instances to increase flexibility. The disadvantages of this method is that a lot of the 
capabilities of Fleet, such as self-healing clusters would need to be manually built into this method using a 
combination of technologies, or implementing such a feature. 
 
LXD 
For the deployment of LXD with Heat, we can utilise a similar approach to the one described for rkt. That 
means Heat can be utilised to orchestrate the setup and deployment of multiple LXD hosts. These hosts can then 
be used as required through a command line interface provided by the LXD project. In this project, we focused 
on studying the security of the Heat project, rather than the methods for deploying containers on the cloud using 
Heat. Heat is able to deploy a broad range of infrastructure setups. A method of deploying containers with Heat 
can be one of the examples of such an infrastructure.. 
                                                             
6 The rkt containers are interchangeable with Docker instances. 
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8.3.2 Architecture 
 
Figure 16 presents the architecture of the Heat project. A user sends a request to the Heat API endpoint. Once 
the user has been properly authenticated and authorised, the API passes the request to the Heat Engine through a 
message queue. The Heat Engine takes the request, and in the case of an update, create, or delete request 
communicate with the other project APIs to fulfil the changes required.  
 
The mechanism that orchestration tasks are defined for consumption by Heat is an orchestration template. This 
template defines the parameters, resources, and outputs of a deployment stack. The format of the template can 
be OpenStack Heat Orchestration Template (HOT), or the Amazon AWS CloudFormation template. The 
CloudFormation template is for companies making the transition from the Amazon AWS public cloud, to an 
OpenStack private cloud. 

 
Figure 16: Heat Architecture. 

The architecture of Heat takes into account some consideration for the security of the system, as well as the 
maintainability of the service. This is demonstrated by having the communication between Heat and other 
projects being done through their APIs, limiting the knowledge that Heat has of other services. Since the Heat 
API acts as the communication port, the Heat service is highly scalable. The APIs of each of the projects are 
stateless and can be easily scaled horizontally across multiple machines using load balancing. 
 
The domains concept from OpenStack Keystone is needed for enabling a non-admin users to deploy Heat 
templates. The Heat stack domain created, with a domain admin to manage the users and projects created by 
Heat. A separate project from the stack owners is created for creating a stack domain user. Stack details are 
retrieved from the database pertaining to both the stack owners project, and the stack domain project. The stack 
domain users are required to perform actions within booted virtual machines including: 
 

• Providing metadata to agents; 
• Detection of completed action; and 
• Application level status from inside the instance. 

 
The Heat Engine provides a majority of the Heat project’s functionality by performing all of the actions required 
to bring up a deployment stack. As a service, it can be broken down into several components each with their 
own role to play in the deployment orchestration process. The primary roles from our perspective are: 
 

• Template Parser; and 
• Stack Manager. 

 
The template parser takes in a YAML file that is used to recursively generate a full dictionary of the template. 
This needs to be done recursively as the type of a resource could be a custom definition defined by another Heat 
template. The template parser has built-in validation functions; and it does not assume anything about the types 
of objects. It uses the Python Six library [112] to cast the parameters to the required types. This significantly 
reduces the probability of a vulnerability in the parser; the template file is not tightly coupled with the remainder 
of the project, reducing the chance of vulnerabilities/bugs being introduced into the parser at a later date.  
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The Heat Engine is responsible for performing the tasks (such as creation, deletion, and update) requested of it 
by the API [113] for stacks management. The tasks such as creation, deletion, and updating are fairly standard 
across all of Openstack. However, the stack adoption task is relevant only to the Heat project. The adopt stack 
command allows for a template to be built utilising already deployed resources. There is a need to investigate if 
it is possible to utilise resources from stacks outside of the current user project; if it is possible, then this poses a 
significant security risk with regards to data compromise of another tenants resources.  
 
8.3.3 Fault Tree Analysis 
 
From Figure 17, we can see that a vulnerability can occur at multiple layers; this possibility may increase the 
probability of the Heat API being vulnerable. We will discuss the potential vulnerabilities for layers such as 
queue, Heat Engine, and the plugins/database. 

 
Figure 17: Heat Fault Tree Analysis. 

Due to the enforced communication channel of a message queue between the Heat APIs and the Heat Engine, 
this queue can be negatively impacted by a vulnerable Heat Engine. If the Heat engine is not vulnerable within 
itself, there can be a vulnerability in either the plugins that are used to communicate with other project services 
through their APIs. If the database is vulnerable then Heat could be forced to perform incorrect actions through 
ownership changing of resources, and other methods.  
 
Aside from the plugins and database, the Heat engine could also be vulnerable within its own code. The 
vulnerabilities can be in the template parser or resource manager. Due to the limits of what can be represented 
on the diagram, this is difficult to convey with a diagram alone. This showcases one of the limits to the Fault 
Tree Analysis technique when dealing with extremely complex systems such as OpenStack. 
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8.3.4 Vulnerability Search Results 
Bandit Static Code Analyser Results 

 
Figure 18: Bandit Source Code Analysis of Heat. 

From Error! Reference source not found., we can see that Heat has a lot more tests returning positive results. 
This is due to the increased complexity of the Heat project over the Nova Docker hypervisor driver. A summary 
of the results and their mitigations can be found in Error! Reference source not found.. 
 
 
 
 
 

Table 7: Bandit Source Code Analysis for OpenStack Heat Project. 
 
Issue Security Impact Mitigation 
Hardcoded passwords None N/A 
Assert Used Information disclosure from stack 

traces. 
Ensure production clouds do not 
have verbose, or debug logging 
turned on 

All interfaces bound Increases attack surface Ensure all configuration done so 
that only required interfaces are 
bound 

Insecure PRNG Predictable outputs Ensure no templates are using the 
OS::Heat::RandomString resource 
for secrets e.g. passwords. 

Unsafe YAML load None N/A 
Python Crypto module imported None N/A 
Python subprocess module 
imported 

None N/A 

Subprocess module utilised None N/A 
 
The first positive result appears to be a possibly serious security flaw as hardcoded passwords can lead to a 
master password being available under certain conditions. In this case, the default empty password will only be 
used if the Heat template has the following properties for a Nova server instance: 
 

• The user_data_format parameter is set to SOFTWARE_CONFIG; and 
• The software_config_transport parameter is set to POLL_SERVER_CFN7. 

 

                                                             
7 This is the default value for this parameter. 
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What this combination does is to ensure that a keystone user within the heat domain is created without a 
password. From further investigation, it was found that this was not a security flaw as the password is set to 
NULL within a database. There is a difference in OpenStack between an empty password and a NULL 
password within a database8. If this was not the case in Heat, then an empty string would have been hashed and 
stored in the database. This would lead to authentication without a password. This is an example of a possible 
security flaw having appropriate protections created to prevent exploitation. The reason for this implementation 
is that CloudFormation uses EC2 access keys as an authentication mechanism rather than the password 
mechanism used by the OpenStack Heat service. 
 
The second most common possible security flaw is the assert_used function, in the analysis of Nova Docker it 
was only used to verify that a module had been loaded which is a safe usage of assert command. However, in 
Heat the assert command is used to check the properties of certain objects instead of failing gracefully when an 
issue occurs. While not strictly a security flaw, this can cause issues in the deployment of resources in ways that 
will cause a stack trace, instead of just an error message which could lead to information disclosure if DEBUG 
log levels are turned on9. 
 
Each of the hardcoded_bind_all_interfaces positive results, either are for configuration options, which should be 
set by a cloud administrator, or they were to prevent an error from a NULL Reference. The cases where they are 
to prevent a null reference are for load balancers, so that in most cases these instances should only have private 
IP addresses with the public IP being set for the load balancer only.  
 
Similar to the assert_used test, the try_except_pass test checks whether the error handling is being done 
correctly in OpenStack. Error handling is a case where the security implication is centered around information 
disclosure to a user, rather than providing exploitable vulnerabilities themselves. In each case, the positive 
results show cases where a silent failure is correct. The silent failure is more secure than a logged failure as the 
failures may cause a disclosure of data, which could lead to information about the deployment of OpenStack. 
 
In the case of the blacklist_calls test, there were two different issues being detected. The first was the usage of a 
non-cryptographically secure pseudo-random number generator, for the random string resource type. This could 
have security implications depending on the usage of the resource within a template. For example, this resource 
should not be used for the generation of secrets (e.g., passwords). The second issue detected was the possible 
usage of an unsafe YAML load, which could allow arbitrary objects to be instantiated. This was a false positive 
as the loader being used was one of two safe YAML loaders, which is the recommended action to resolve this 
issue. The blacklist_imports test checks whether or not an insure library has been imported into a project. The 
two modules that have been imported are: the Crypto library, which contains insecure implementations of 
cryptographic functions; and the subprocess library, which can lead to arbitrary code execution if not used 
carefully. The Crypto library is only utilised by a module that has been deprecated from the project. That means 
the risk from Crypto library is mitigated unless a malicious user is able to call arbitrary memory locations.  
 
The subprocess module is being used by a user-data logger, in order to be able to fetch the stdout and stderr file 
descriptors of the commands being run by cloud-init. The security flaw in subprocess only occurs when the shell 
argument is set to True, as this is not the case in the Heat project there is not a known issue with this usage. 
 
The subprocess_without_shell_equals_true checks whether the subprocess module is being used at all. This is 
the issue raised when a subprocess is run without shell being true. This is essentially a warning to show you 
should still be checking the commands being run inside of the subprocess for possible security flaws. This was 
used in the module that was described in the blacklist_imports test result explanation above. 
 
Packet Trace Analysis 
 
Using the methodology used in the analysis of the Nova Docker hypervisor driver to obtain a packet trace of 
OpenStack Heat, we were able to get a packet trace of each of the OpenStack controller nodes during a Heat 
stack creation. The main issue with the analysis of this data is that we do not know which controller node would 
be handling the request. This led to the requirement to capture data over each of the controller nodes. 
 

                                                             
8 An empty password is still set to a hashed password, but if the hashed password is set to NULL in a database, Keystone will always return false when checking 
the password as Hash(“”) != NULL. 
9 In a production environment the logging levels should be set to a verbosity level of INFO or higher. 
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Due to the Heat projects engine calling each of the different project APIs in order to create resources, the data 
for a server instance being sent over the network is the same as that of the Nova Docker hypervisor driver with 
information such as ssh-key and image data. However, this data is split across several requests as the heat-
engine creates the resources and links them together when required, rather than attempting to perform the action 
in a single step. Additionally, the responses for the requests show that the backend database engine is MySQL, 
the address of the MySQL server is located, and what data is being placed into the database.  
 
API fuzzing results 
 
Due to the sheer volume of the resources within Heat, it is infeasible to perform a complete fuzzing of the API 
as both the Heat orchestration template, and the REST API would need to be fuzzed for a complete analysis. In 
this evaluation, we decided to test the Heat API in isolation. We utilised the hello_world template as our base to 
ensure that we had a correctly implemented template. While the template itself was not tested, the parameters 
for the template were in order to ensure that at least part of the heat engines resources are being tested.  
 
Utilising a sample size of 100,000 results the Heat service was found to have an issue with the validation of 
input parameters for the stack_create action. That is POST requests to <url>/v1/%(tenant_id)s/stacks can lead to 
a server error if the name of the stack is either a dictionary or a list. These requests should result in a 400 Bad 
Request response. A server error being generated by a request should only occur if the request parameters are 
correct and something unexpected happens during the processing of the request. 
 
The case where a request generates a 500 error was when a non-string stack name was used, i.e., a list or 
dictionary was used as the stack name. The response of these requests had an issue with leaking the backend 
database engine that was being utilised by the cloud. While this in itself was not a practical security flaw due to 
the low number of possible choices, it does show that input was being sent to the database prior to validation. 
This issue can be classified as a security risk as there is a possibility that a crafted input could lead to an SQL 
injection. We found no such case. When we reported the issue to the OpenStack foundation[114], it was not 
classified as a practical vulnerability; it was left as a hardening opportunity and has now been fixed. 
 
The fix for the bug utilised the python six library [112] (Python 2 and 3 interoperability library) to ensure that 
the incoming stack_name type is being sent to the database as a text type, removing the possibility of a DBError 
occurring due to the type. However, as no check for a valid stack name is checked before sending to the 
database there is still a possibility of injection attacks being able to be performed. At this point in time, we will 
assume that no such injection exists as the analysis of SQLAlchemy [115] is outside the scope of this project. 
 
Heat Docker plugin analysis 
 
In order to ensure the security of Docker launching using Heat, we analysed the security of the Docker plugin 
for the Heat project. Upon running the Bandit static code analysis tool with the same configuration as for the 
analysis of Heat, we did not find any security issues. Since the Heat Docker resource requires a host for the 
containers and is able to launch privileged containers, a multi-tenancy violation could occur. In order to prevent 
this security risk being exploited, the host for the containers should not be any of the OpenStack nodes. Instead 
it should be launched within a Nova virtual instance that has been setup either from an image or by utilising the 
OpenStack provider for the Docker Machine container host provisioning tool. This allows for Docker containers 
to be started within virtual machines in order to add an extra layer of isolation. This is different from the 
OpenStack Magnum projects methodology. These are a Docker Engine running on a virtual machine, whereas 
Magnum creates a Kubernetes Cluster or a Docker Swarm to provide additional features. 
 
8.3.5 Risk Assessment 
 
The main risks to the Heat project that we will be covering in this section are the malicious templates, insecure 
template implementations, and the usage of SQL injections. While the found possible point of SQL injection 
was not declared as a practical vulnerability by OpenStack, it is a good idea to analyse the risk in the case of 
there being other SQL injection attack vectors. 
 

Table 8: Threat Summary for Attacker uses Malicious Template 

Attacker uses malicious template Violations 
Description The attacker uses a template which takes advantage of 

an unknown vulnerability in the template parser. 
• Authorisation 
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Consequences • Code injection vulnerability 
o Privilege escalation 
o System compromise 
o Data confidentiality, and integrity 

threatened 
• Infinite loop/recursion vulnerability 

o Denial of Service 

• Restrict Knowledge of 
Cloud Deployment 

• System Integrity 
• Data Confidentiality 
• Data Integrity 
• Availability 

Mitigations • Audit all templates that are used 
o Utilise a program to verify that the 

template deployed is audited 
• Keep Heat updated 

o Ensure any bugs found are reported 
 
The malicious templates risk is the usage of templates, which have been designed to take advantage of a 
vulnerability in the template parsing library for the OpenStack Heat project (see Table 8, and Figure 19). The 
threat actor is a malicious cloud user, i.e., an authorised user with ill-intent. Due to the nature of the attack, most 
of our effort should be spent on preventing the attack in the first place. This can be done through template 
auditing and ensuring the Heat service is kept up-to-date. 

 
Figure 19: Bowtie Analysis for Malicious Template Deployment. 

Template auditing can be a difficult challenge. Whilst we do not want to reduce the usability of the cloud for the 
non-malicious users, we want to ensure the highest level of security of a cloud. A possible way is to utilise 
simple mechanisms for auditing, such as a simple validation of the template. The templates are already validated 
in terms of correctness (is the syntax valid), it should be possible to extend this behaviour to also include some 
form of security validation. For example, scan for unusual values for parameters, as injection attacks often 
contain unusual string formats. By keeping the Heat services up to date, we are able to close any known issues 
with the template parser. The downside to this is that any unknown vulnerability can still be exploited.  
 
Additionally, the challenge of keeping software up-to-date needs to be considered as with OpenStack, some 
patches will only be added to the next major release without back-porting to previous releases. Depending on 
the type of vulnerability in the template parser that is being executed, the attack can cause a Denial of Service, 
data compromise, system compromise, and a possible privilege escalation. 
 

Table 9: Threat Summary for Insecure Template Deployment. 
 
User or attacker deploys insecure template Violations 
Description The user deploys a template with security issues. This 

could refer to either the template itself, or the 
resources utilised by the template e.g. images for 
servers10. 

• Data Confidentiality 
• Data Integrity 

Consequences • Increased attack surface 

                                                             
10 In this scenario, the threat actor is not necessarily malicious, this is due to the fact that secure templates are difficult to produce. This can lead to problems 
with services being deployed with insecure configurations, or out-of-date versions. 
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• Leaves users of deployed service vulnerable 
Mitigations • Audit all templates that are used 

o Utilise a program to verify that the 
template deployed is audited 

 
In order to mitigate the Denial-of-Service attack, the common measure of horizontally scaling out the resources 
can help prevent the impact from occurring. This also has added bonuses in terms of availability and scalability 
of the cloud. Horizontally scaling out resources is a term for the idea of having multiple of the same service 
running on different physical servers. The Mirantis Fuel deployment tool allows a simple way to horizontally 
scale out the Heat service with each of the controller nodes you define containing an instance of the service. 
 
To mitigate the consequences of a code injection attack, we utilise the Linux access control functions in order to 
reduce the possible impact that the malicious user can have on a system. For example, in our deployment the 
way we prevent this measure is to disallow shells for the Heat user, by setting the shell to be /bin/false11. This is 
so that the only applications running on the user are those related to the service. This implies that any attacks 
will need to either modify the shell of the heat user, or perform a privilege escalation to another user thus 
improving the security of the system. 

 
Figure 20: Bowtie Assessment for Insecure Template Deployment on OpenStack Heat. 

The insecure template threat (see Table 9, and Figure 20), covers both malicious templates, and templates that 
have not been constructed securely. Malicious templates can be constructed to purposefully expose the 
OpenStack Heat service to several risks. These risks possibly include high resource consumption applications 
and creation of vulnerable services. The high resource consumption applications can further be extended to 
using a load balancer to generate many of these high resource consumption applications causing a Denial of 
Service unless appropriate protections are put in place. 
 
The insecure templates without malicious intent are the more common threat to OpenStack Heat. This is due to 
the fact that a template definitions can be easily created. However, it takes a lot of effort and consideration to 
create a secure deployment template. For example, a template can have just a server definition, but in order to 
make it secure, there is a need to consider several aspects such as what ports need to be open, is the image that it 
is running secure, and can the user-data be injected with arbitrary code. The documentation of the Heat resource 
types does not assist in the generation of secure templates. For example, the OS::Heat::RandomString resource 
mentioned previously, is suggested to be used for the generation of passwords and secrets.  
 
These issues can lead to a deployed service being used to compromise the data of the users of the service. This 
is also one of the more difficult issues that needs to be faced as the number of possible vectors can be difficult to 
manage. This is especially prevalent when the deployment template has a large volume of possible parameters, 
as each value of the parameter will need to be checked. While constraints can help manage the parameters, they 
are also fairly limited in their capabilities. 
 

Table 10: Threat Summary for SQL Injection Attacks. 
 
Attacker performs SQL injection attack on Heat API Violations 
Description The attacker utilises a flaw in how the API 

communicates to the database, and manages to inject 
code into a query. 

• Data integrity 
• Data confidentiality 

                                                             
11 This is similar to /usr/sbin/nologin, except that no error message will be displayed on an attempted login limiting information given to the threat. 
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Consequences • Data can be read, modified, or deleted 
• Database privilege escalation 

• Authorisation 

Mitigations • Keep software up-to-date 
o Heat 
o Database engines 

• Ensure database users follow principle of 
least privilege 

 
The SQL injection on the Heat API service (see Table 10, and Figure 21) risk is different from many of the 
attacks on public facing APIs. This is that the attacker must be a user of the cloud, as the first step of any request 
is to forward the request to the Keystone service for authentication and authorisation. For the Heat project, this 
implies that the threat actor is a malicious user who has the ability to perform some action with the Heat service. 
The Heat project does have some protections against SQL injection attacks with the library that handles 
database requests will remove any commands within the query which performs an action outside of the scope of 
the called function, e.g., a drop table call cannot be injected within a filter operation.  
 
In order to ensure that an injection can only have an effect on the table of the Heat service each projects 
database tables should be accessible only by the database user for this service. It is heavily discouraged to have 
a single user for the OpenStack database that all projects use. 
 
 

 
Figure 21: Bowtie Analysis of SQL Injection on OpenStack Heat API. 

The possible consequence that is not covered by access control is the arbitrary code execution that is possible 
through some SQL engines. That is the database is able to execute commands as a user on the system, this will 
be prevented by the preventative measures for this type of vulnerability. While our evaluation only showed a 
small security risk in terms of injection, our API fuzzing also only covered a small percentage of the code-base 
due to large volume of template resources. Future work to evaluate different resources should be done to ensure 
the security of the Heat API. 
 
8.3.6 Conclusion 
From a security standpoint, the usage of Heat should be carefully administrated. The main risks introduced into 
Heat involve the security of the templates being provided by the users, requiring that the templates should be 
audited. However, if the templates are constructed in a secure manner, and the resources are being deployed in 
an appropriate way, Heat provides a way to deploy containers on OpenStack without compromising the compute 
hosts to the same degree as that of the Nova Docker hypervisor driver.  
 
In terms of the Heat Docker plugin, it is recommended to have the template that uses the Docker plugin build 
the host. Having a shared host for Docker containers is dangerous and can negatively impact on the security and 
multi-tenancy of the system. 
 

8.4 Magnum 
8.4.1 Summary of Technology 
The purpose of the Magnum project is to provide container orchestration systems into deployed OpenStack 
infrastructure. It is designed to allow for a user to spin up one of Docker Swarm or Kubernetes to use for the 
deployment of containers.  
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At this point in time, the Magnum service can only be utilised with Docker containers, however, there are plans 
to add other container runtimes in future releases. Due to the low maturity level of the Magnum project in Kilo, 
which is required for it to work with our OpenStack deployment the stability of the project is not high. 
 
Kubernetes [27] is a system for automating the operations on container clusters including deployment and 
scaling. It allows for the grouping of similar containers into pods which allow for the cluster management 
system to easily manage the groups of containers.  
 
Docker Swarm is a system developed by Docker for the management of multiple Docker hosts as a single 
logical Docker host. This feature allows for the scale of launched containers to be greatly increased in a 
transparent manner. Swarm also provides an interface for containerised service discovery and advanced 
scheduling of containers to hosts to be performed. 
 
During our experimentation the following features were not working: 

• Kubernetes configuration did not work 
o Infrastructure correctly provisioned 
o Unable to start any pods. 

• Commands utilising Docker swarm are difficult to use 
o Need JSON file for container definition 
o Container name to ID translation not working 

 
The Liberty release of Magnum seems to have a better CLI client when dealing with the Docker Swarm 
container orchestration engine. Magnum utilises the Heat project in order to deploy different infrastructure 
components required for a Kubernetes or Swarm cluster. This includes the networking components, storage, and 
the Nova instances. 
 
8.4.2 Architecture 
 
From Figure 22, we can see the basic architecture of the OpenStack’s Magnum Containers project that has two 
main components. The Magnum API is a stateless service, which allows a user to request the creation, update, 
and deletion of various containers related components. The Magnum Conductor is in charge of performing the 
actions that are requested to the API. These components both reside on controller nodes in most deployments. 
 

 
Figure 22: OpenStack Magnum Project Architecture[116]. 

The main orchestration method is to utilise OpenStack Heat to deploy various components of each container 
orchestration engine. Each Kubernetes/Swarm node resides inside of a Nova Instance, which is a virtual 
machine instance that could be a type-1, or a type-2 hypervisor; or it could be another container if container 
nesting is supported [116]. The recommended approach would be to utilise a type-1/type-2 hypervisor allowing 
for an extra layer of isolation between the containers and the host system. Magnum has several Heat 
Orchestration Templates associated with it, which define how each Kubernetes/Swarm cluster will be deployed, 
depending on various parameters associated with the bay being created, and the baymodel that the bay is 
modelled on.  
 
The bay is the collection of Heat Resources that make up the container orchestration engine, these can include 
networks, security groups, and software configurations as well as the Nova instances the nodes reside on. The 
baymodel is a collection of metadata about bays, which allows for consistency across deployments of multiple 
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bays. Once the bay is created, the usage of the bay is dependent on the type of a bay. In the case of a Kubernetes 
bay then the services, pods, and replication controller commands are used. In the case of the Docker Swarm bay 
containers are defined. By placing the nodes inside Nova instances, Magnum supports multi-tenant deployments 
of the container orchestration engine with particular bays belonging only to the tenants that created them. 

 
8.4.3 Fault Tree Analysis 
 
Similar to Heat, the Magnum project uses the message queuing systems of OpenStack to communicate between 
the API and the conductor. This can lead to the same issues where a flaw in the conductor could lead to a flaw in 
the queuing system. The object store is how different concepts of Magnum are represented in the program and 
utilises both the database and the conductor to perform the required actions. Additionally, this fault tree (see 
Figure 23) shows that if a vulnerability can be found in the Magnum conductor, then the majority of the 
Magnum project could be vulnerable. 

 
Figure 23: Magnum Fault Tree Analysis. 

 
 
8.4.4 Vulnerability Search Results 
 
Bandit Static Source Code Analysis 
 
It is noteworthy to share that despite having a large code base, the Magnum project did not appear to have many 
security flaws when analysed by the Bandit source code analyser (see Figure 24, and Table 11). This is probably 
due to the developers using Bandit to verify that they are not introducing new security flaws with their commits.  
The assert_used positive results are showing code that verifies that the transport and notification drivers have 
been correctly set. If the deployment does not have these defined, then Magnum will not be able to operate. 
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Figure 24: Bandit Source Code Analysis of OpenStack Magnum 

The hardcoded_bind_all_interfaces positive results are both for configuration of Magnum. The way that it is 
implemented warns the user that the Magnum project is allowing requests to come in on all interfaces, which if 
not properly configured will increase the attack surface. 
 

Table 11: Bandit Summary for OpenStack Magnum Project. 
 
Issue Security Impact Mitigation 
Assert Used None N/A 
All interfaces bound Increased attacks surface Ensure binding addresses are 

correctly configured 
 
Packet Trace Analysis 
 
As with most of the projects in order to reduce the data to a manageable size, we utilised the Wireshark display 
filters. For the purpose of our analysis only packets with the following attributes are displayed: 

• Has ports 5672, 9511 or, 
• The destination port is one of 8001, 8002, 8004, and 
• It is an http request, or  
• The data length is greater than 200 bytes. 

 
From the packet trace analysis, we can see that when a create bay request is made to Magnum the following 
path is taken: 

1. Request flows from user machine to <host>:9511 in the form of a HTTP POST request 
2. Using the heat client, the providing service sends a POST request to Heat at <host>:8004 
3. Once the data is sent through to Heat a HTTP 201 Created response is sent back to the user machine 

and Heat brings up the machine 
 
This path utilises the RabbitMQ broker to let the deployed services know what they have to do. Looking at the 
data being sent through this path, there are no passwords, no SSH key values (Nova keypair name is sent 
instead), and the template data is not specific to user. Our analysis did not show any information disclosure 
occurring during the bringing up of a Docker Swarm bay. In the future versions, this will need to be revisited for 
analysis for other container orchestration types. 
 
API fuzzing results 
 
Magnum project does have documentation of RESTful API that makes it difficult to perform fuzzing on the 
API. In order to overcome this, we looked at the source code for determining the available commands and how 
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to call them. We managed to build a basic API definition file, but it did not have a complete set of methods, or 
have all parameters for the methods that we have performed fuzzing on. In our run, there were no 5xx Server 
Error problems found in any of the Magnum API methods that were tested. This implies that for our API 
definition, the API has proper input validation implemented. While a more advanced API definition could be 
built, and extra input generators could be written, due to the lack of maturity the API is subject to too much 
change at this point in time to be considered viable for the effort required. The API fuzzing should be redone 
when the API is stabilised using a complete API definition to create a security analysis of the Magnum API. 
 
8.4.5 Risk Assessment 
 
Due to the wrapper-like nature of the OpenStack Magnum project, some of the threats from the Heat project 
have been removed, or at least the responsibility of them have been changed. For example, the insecure 
templates from Heat have been removed as the templates are built into the Magnum project. As with all of the 
OpenStack projects, the malicious user threat is the main threat to the security of the Magnum service. The 
access control for the malicious user is also one of the primary preventative measures against this threat. Kilo 
release of Magnum does not have the default access policy defined; nor is the principle of least privilege being 
followed in this release. However, the Liberty version of Magnum has a default policy that is fairly permissive. 
This means that for an appropriate access policy to be defined, the cloud administrator needs to understand what 
each user should be able to do and create appropriate policy. 
 
Apart from access controls, the other way to prevent Magnum from being exploited is to ensure the security of 
the resources that it is going to create. This task has two parts to it; the images being used to launch the 
container orchestration engines should be audited for security flaws. Second, the templates that are being 
launched by Heat, from Magnums request should also be audited. The audits should focus on things like the 
possibility of an insecure orchestration engine configuration, a permissive security group definition, or 
information leakage from a wait condition request. If an exploit is found, it is possible for some of the access 
controls of utilised projects to be bypassed. The chance of this occurring depends on the way that policies have 
been implemented, and how the Magnum project is seen by Keystone when performing the orchestration. 
 

 
Figure 25: Bowtie Risk Assessment Diagram of OpenStack Magnum. 

The possibility of arbitrary code execution of the host is more difficult than when a user is providing entire 
templates, images, or configurations; but it is still possible depending on whether there is a chance for code 
injection to be used in the parameters of the requests.  
 
While utilising the command line client the possibility of this should be reduced by utilising string validation 
within the client. However, if a user sends raw HTTP requests through a program such as curl, then it may be 
possible to inject some form of exploit into the project. This can lead to loss of data confidentiality/integrity, 
loss of control over the host, and vulnerability of the cloud ecosystem. This shows that re-running the API 
fuzzing on a stable API should be done before Magnum is put into production usage. 
 
8.4.6 Conclusion 
In terms of our analysis, it needs to be kept in mind that the version of the Magnum project that operates with 
the Kilo release of OpenStack is not ready for production. This leads to the need for further analysis to be done 
with the version of Magnum that the system operators will deploy before any decisions are made.  
 
Furthermore, the analysis of the Kubernetes, or Docker Swarm orchestration engines were not within the scope 
of the project. However, for a full understanding of the risks of using Magnum this should be explored.  
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Due to the lack of maturity of the Magnum project, it is difficult to provide an analysis for a production 
environment. In our analysis, the security flaws that were found could be mitigated using configuration options. 
However, the analysis was not complete due to the evolving nature of the project and as such the risks of using 
Magnum is higher than the results of our analysis would suggest. 
 

8.5 Murano 
8.5.1 Summary of Technology 
The Murano application catalogue is a complex software implementation that is capable of automating the 
creation of infrastructure templates in order to run the application defined in the Murano package. This is done 
in such a way so that it is possible to place several different components into a single environment, to manage 
the network flow of different components, and to easily visualise all of the infrastructure that is required by a 
particular application.  
 
Most of the entries within the public application catalogue [117] are related to Docker in some way. Either they 
are items used to manage Docker containers, or they are applications that are launched within Docker 
containers. However, some of the applications are not Docker based, and can be used independently of a Docker 
application; for example, Apache Tomcat Java application server is available on the application catalogue. The 
Magnum project can be thought of as an orchestration service for applications, in contrast to the Heat project 
infrastructure orchestration service. 
 
8.5.2 Architecture 
 
From Figure 26, we can see each of the primary components of the Murano project and how they communicate 
with each other. From this we make the following observations: 

• Murano API does not talk directly to the Murano Engine 
• OpenStack Heat and Keystone are directly utilised by Murano 
• The Murano Agent component resides on the virtual machines that are spawned. 

 

 
Figure 26: Murano Component Interactions [118]. 

Our observation of the communication between the API and the engine shows that Murano is similarly designed 
to Heat. This is probably due to the level of complexity involved in the deployment of applications 
(infrastructure in the case of Heat). This will allow the API to inform the Engine what needs to be done and 
allow the engine to decide when the tasks can be accomplished. This also allows the engine to be scaled out 
horizontally in a different manner than the Nova service is. For Murano, the API that responds to a request may 
not be on the same controller host as the Engine instance providing the service. Additionally, different instances 
of the Murano Engine may perform different parts of the orchestration. This gives the Murano project very high 
capabilities in terms of scalability and availability. 
 
The main difference between the Heat and Murano implementation of this communication is that Murano 
utilises its own queue, whereas the Heat utilises the common OpenStack queue. This means that extra care 
needs to be taken in the configuration of Murano. This is due to each queue needing to be configured for the 
virtual hosts, authentication and authorisation. The Murano agent is the execution plan runner. It is responsible 
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for performing the various steps required to deploy the application within the resource that is currently being 
considered. The agent resides on the virtual machine instances that is used within the application environment.  
 
At this point in time, the images that are being used to deploy the application hosts are required to have the 
Murano agent already installed. This can lead to security issues due to the increased maintenance overhead for 
keeping software up-to-date. Each Murano deployment image will also need to be checked for out-of-date 
software. A Murano agent is required to have at least one communication channel open between itself and the 
Murano Engine. The reference architecture is to use the AMQP methodology for the following reasons: 
 

• Durability 
o Connection establishment asynchronous; 
o Asynchronous messages; 
o Networking issues have no effect; and  
o Instance can change during deployment without issues. 

• Reliability 
o If the engine fails, another can pick-up the task again from where it left off. 

 
The deployment workflow (Figure 27) is another possible area of concern for the security of the Murano project. 
 

 
Figure 27: Murano Workflow Steps [119]. 

 At the begin deployment step, an API call is made which informs the Murano Engine to begin deploying an 
environment. Aside from all of the class types required for the deployment of the environment, the call will also 
send parameter data required for the deployment with possible options including: 

• A named environment object; 
• Objects referring to network requirements; and 
• Application list for the environment. 

 
In the load definitions step, the engine downloads any packages required for the deployment and begins to 
initialise different components of the environment. The typical order of initialisation is: 

1. Networks 
2. Instances 
3. Objects 
4. Environment 

 
The deploy resources stage goes through different components of the application and deploys them with any 
dependencies being resolved with the utilisation of Heat template fragments. Heat is also used to determine if 
the resource is already deployed, e.g., a security group for the required instances. The software configuration 
step sees if there are any Murano-agent steps required for the application. If there are then the workflow will 
execute them in this stage. Each of these steps can have possible security flaws, however, the load definitions 
step has the greatest possible impact if a flaw is found. This is due to this step being responsible for any 
infrastructure deployment on the OpenStack cloud. 
 
8.5.3 Fault Tree Analysis 
 
From Figure 28, we can see that there are several components where a vulnerability could lead to the entire 
Murano project being vulnerable. Like all of the analysed orchestration based projects, the API does not 
communicate directly with the engine, but instead utilises an RPC message queue. However, if the service 
manager is vulnerable then the API itself will be vulnerable as it directly communicates with this component. 
The engine is vulnerable either if the DSL (Domain Specific Language), or the package loader is vulnerable. 
While the DSL is certainly a possible point of attack, as it is linked directly with the database; the package 
loader is more likely to have a vulnerability that would lead to the engine being vulnerable.  
 
This is due to the complexity and the lack of strict constraints on them. The constraints are not strict as Murano 
is designed to allow many different types of applications to reside within them; each package can have multiple 
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dependencies, and in some cases the dependency can be resolved in multiple ways. This can lead to the package 
loader validation being difficult to implement as usability will still need to be kept to a high standard. 

 
Figure 28: Murano Fault Tree. 

 
8.5.4 Vulnerability Search Results 
Bandit Static Code Analysis 
 
The Bandit analysis of Murano found a number of different possible issues. These can be seen in Figure 29 and 
Table 12. The positive results for the hardcoded_bind_all_interfaces test all reside within the configuration 
option context and as such, the attack surface of the Murano project is dependent on the configuration options 
set during deployment. 
 
The ssl_with_no_version test checks whether there are calls to an SSL library without specifying the version of 
the protocol; both the SSL versions 2 and 3 are considered insecure and dangerous to use [120]. While there are 
several SSL protocols listed within the source code, it is not obvious how the protocol version is selected. This 
is probably done so that legacy systems still using the SSL versions 2 and 3 can still be used by OpenStack. 
There is a known risk in using these versions of SSL. Instead, the PROTOCOL_SSLv23 should be used with 
SSLv2 and SSLv3 disabled, thus only allowing TLSv1 and later to be used. 

 
Figure 29: Bandit Source Code Analysis of OpenStack Murano. 

 
The try_except_pass positive results are all from KeyErrors on deletion, AttributeErrors, or a GreenletExit 
Exception. In the case of the GreenletExit exception, this is called when a Greenlet Thread is stopped without 
propagating to the parent. This is a use case of the Greenlet module, thus, it does not require exception handling. 
The blacklist_call test in this case is picking up unsafe parsing of XML and YAML documents. In both of these 
cases, the issue is mitigated using a safe parser but Bandit is showing a false positive. The 
subprocess_without_shell_equals_true is picking up a function call within a function that generates a temporary 
lock directory, runs the program specified in the arguments, and then removes the lock directory. The security 
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impact of this issue is low as this is a tool that would not be called by the remainder of the cloud. The 
blacklist_imports result is a warning about the security implications of the subprocess module, which has been 
analysed in the Heat section. 

Table 12: Bandit Summary for OpenStack Murano Project. 
 
Issue Security Impact Mitigation 
All interfaces bound Increased attack surface Ensure binding addresses are 

configured correctly 
SSL versioning Possible usage of insecure SSL 

versions 
Ensure that SSLv2, or SSLv3 are 
not being utilised (use TLS only) 

Poor error handling None N/A 
Unsafe XML/YAML parsers used None N/A 
Subprocess module without using 
a shell 

None N/A 

Password not marked as a secret Information disclosure of message 
queue for Murano environments 

Disable debug logging for 
OpenStack 

 
The password_config_option_not_marked secret test checks for any password options and whether they have 
been marked as a secret option. The way that configuration works with OpenStack is that the oslo.config library 
reads in the values of all of the options specified by the OpenStack’s various files. Some of these options are 
able to be marked as secret, this forces the configuration manager to ensure that the values of a secret option are 
not leaked into the log files. The option that is failing the test is for the RabbitMQ password, which means that 
if a malicious user is able to gain access to the log files and finds this value the messaging broker is 
compromised. The RabbitMQ password that is affected is not for the entire messaging system of the cloud, but 
instead is for a message queue used by the Murano service for internal message brokerage. However, this should 
still be protected as a secret configuration value. 
 
Packet Trace Analysis 
 
The scenario for the traffic capture in our analysis will be for the creation and deployment of a Murano 
environment consisting of the following components (see Figure 30): 

• Kubernetes Cluster 
• Kubernetes Pod 
• Docker Crate 

 

 
Figure 30: TCP packet sniffing application environment topology pre-deployment. 

For this analysis, we used an administrator user to ensure that a complete solution can be deployed without 
modifying the Keystone policies. The capture should be performed on all controller nodes, as the usage of Heat 
mean that it is difficult to predict who will be providing the deployment of what components for the 
environment. As the Murano application deployment takes several minutes, large amounts of packet data were 
generated with each node sending/receiving about five hundred thousand packets when captured only on the 
OpenStack network interface. In order to perform a useful analysis, filters needed to be applied to remove the 
traffic that does not need to be analysed. When attempting to filter based on Murano requests, it was found that 
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most of the data did not go through the Murano API. This was discovered by observing that all the traffic 
flowing through the Murano API port was less than 100 bytes. 
 
While attempting to discover where Murano was sending the data through, in order for the application to be 
deployed, we found that it was being sent through the RabbitMQ broker port 55572. This poses a security risk 
as the password for this user and queue, is the one that has not been marked secret. The RabbitMQ broker 
provides all communication with the Murano guest agents. This includes cloud-init files, Kubernetes application 
configuration, and others. Due to the sheer volume of network traffic captured, and the data being processed in 
unexpected ways, it is infeasible to perform a detailed analysis of the network flow of the Marano project. 
 
API fuzzing results 
 
The Murano API requires a large amount of reworking tools and a significant amount of time for various 
components to be deployed. Hence, it is infeasible to provide fuzzing results that would be of any real use for a 
user. Whilst Murano does have an API, most of the documentation recommends the usage of the UI due to the 
large complexities involved in creating deployment environments. 
 
8.5.5 Risk Assessment 
 
We find that the main threat to Murano is the possibility of insecure packages (see  
 
Table 13). Whilst Heat templates can also be insecure, the increase in complexity of a Murano package in 
comparison to a Heat template is staggering. This leads to an increase in the chance that an audit of a package 
will miss vulnerable components. The complexity of Murano packages leads to the fact that a package can be of 
several different formats. Most notably they can be in HOT package form, or from their own programming 
language syntax: MuranoPL. The HOT packages are the simplest versions to see and understand as they are 
used by Heat. However, the power of these packages are limited in comparison to the Murano packages. A HOT 
package consists of a zipped folder containing a metadata.yaml file, and the template.yaml file. 
 

Table 13:Threat Summary for insecure packages. 
 
Insecure package deployed Violations 
Description A Murano package that has security vulnerabilities is 

deployed onto the cloud. 
• Data Integrity 
• Data Confidentiality 
• Authorisation Consequences • Deployed service users are vulnerable 

Mitigations • Audit packages 
o Deployed package 
o Package Dependencies 
o Cloud Resources utilised 

• Do not use the public repository 
o Host your own application 

repository with audited packages 
only 

 
In comparison the Murano package has several folders containing various components of the package including: 

• Manifest file 
• Execution plan template 
• Dynamic UI form definition 
• Class definitions 

 
Once these have been created, the folder is then zipped in order to be imported to the cloud. Aside from a single 
package, the Murano packages can also have dependencies in the form of other packages and images in Glance. 
This leads to the Murano packages to being extremely powerful orchestration definitions, but very difficult to 
audit in a comprehensive manner for a cloud with a reasonable number of applications installed within its 
catalogue. A way to assist in the auditing process is to host your own application catalogue and disallow any 
access to the public repository. That means a user will need to put in a request for an application. When a 
request is initiated, the admin should ensure that the application component is audited carefully before allowing 
access to it. This strategy adds strain to a cloud’s administration and causes some delay in the acquisition of 
resources. However, the increased security level is beneficial to the cloud infrastructure. 
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Figure 31: Bowtie Risk Assessment Diagram for OpenStack Murano. 

Heat and Murano (i.e., Heat provides infrastructure level orchestration and Murano provides application level 
orchestration) have several similarities including the types of security risks. In terms of the malicious user, this 
entity is the same as it is in all risk assessments. A user who has some form of access to the cloud system; but 
whose intent is to compromise, or damage the system. The access control of the Murano service, on the Mirantis 
OpenStack deployment that we used is overly permissive. A user is only allowed to create applications, 
environments or upload new packages. The operations that only admin users are able to perform are: 

• Make a package public 
• Delete an application category 
• Add an application category 

 
Whilst a lot of the operations are available to any user, they are only allowed to perform modifications on 
packages owned by their tenant/project. This is a continuation of the multi-tenant structure of OpenStack. For 
publicly available packages, any user is able to deploy them but only admin users are able to modify them. The 
protections on application categories are put in place as all users are able to use the categories in order to 
simplify the locating of the component they want to add to their deployment environment. This control being 
limited to the tenant a user resides in allows for a more useful service, as any user may require a particular 
platform to be deployed for their workloads. 
 
Most of the consequences of the exploitation of Murano are the same as that of the Heat orchestration service. 
However, we do need to take into consideration the increase in attack surface of the cloud that the usage of this 
service will add. Whilst it is true that this will occur in Heat, the risk of this occurring in Murano is much 
higher, as Heat is primarily used to deploy the infrastructure that your applications will sit on, whilst Murano is 
used to deploy the application. The increase in attack surface is built from the deployment of applications, 
which could contain insecure versions of software. This could be from the images being used to deploy them, or 
the packages working with old versions of the deployed applications, e.g., a Docker container application may 
only be able to launch on a Kubernetes cluster that uses a deprecated API version. 
 
8.5.6 Conclusion 
The security analysis of the Murano project was the most difficult to perform due to the complexity of the 
project being significantly higher than that of the other analysed projects. Whilst a more complete analysis 
should be performed in terms of its API, from the analysis that we have completed the key point is that the 
auditing of the deployed packages is very important from a security point of view. To further secure the Murano 
project, the packages should not be fetched from the public repository if the cloud is used for security 
constrained workloads, or for mission critical systems. Instead the administrators should host their own 
application servers, which contain only audited packages, and prohibit access to the public application server 
from instances within the cloud. 

9 Summary 
 
Container technologies are becoming increasing popular for supporting deployment and operations of 
applications within their respective isolated process spaces. Hence, an increasing number of technologies are 
being developed for integrating container technologies into cloud platforms. Having started building 
competency in virtualised technologies of cloud computing, Defence Science and Technology Group (DST 
Group) recognises the need and importance of gaining knowledge and understanding of container technologies 
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in combination with private cloud technologies such as OpenStack. Following on the ongoing research 
collaboration on secure and scalable private cloud computing between DST Group and the researchers from the 
CREST of the University of Adelaide, it was decided to carry out a collaborative research project for studying 
and understanding different aspects of container technologies for private cloud. 
 
This collaborative research project had three main aspects; identifying and analysing the security issues in the 
known methodologies of deploying containers on clouds, understanding the security weaknesses of the 
container technologies and making some recommendations about how to address them, and evaluating the 
performance and usability aspects of container technologies. For studying the container technologies for secure 
and scalable private clouds, we selected three container technologies, Docker, LXD, and Rkt.  
 
Based on the work carried out for this research project, we are able to make a few conclusions that are expected 
to be useful for practitioners and researchers interested in containerised private cloud infrastructures. We have 
found that most of the cloud technologies that allow containers to be placed on clouds are based on Docker 
engine. Our study has concluded that each of the cloud technologies has a different use-case, however, all the 
use-cases are centred on deploying containers on some specific cloud infrastructure. Nova Docker supports 
Docker containers to be treated as virtual machines from a type-1/2 hypervisor. Our study also included an 
analysis of several tools that are commonly used to automate different aspects of building private cloud 
infrastructures, deploying containers and applications on clouds. The studied tools included Heat and Magnum.  
 
Heat is a generic tool for creating full virtual infrastructure deployments. It has also been observed that Heat is 
currently used in production-grade deployments of OpenStack but secure templates are difficult to build as this 
task requires a deep knowledge of each of the available resources.  
 
Magnum is a tool for deploying containerised applications/services on Container orchestration engines, e.g., 
Kubernetes and Docker Swarm. Murano focuses on the deployment of application deployment environments, 
i.e., a set of applications that are required by a particular user. Magnum is in pre-release state and as such is not 
ready for production use, however, as security auditing tools were used from the start, the security of Magnum 
is good. Murano is being used in production-grade deployments of OpenStack, however, for security reasons 
only packages that have been audited and are hosted on an internal application catalogue should be used. Our 
study has also enabled us to conclude that Nova Docker hypervisor driver is not ready for production 
deployments as some configuration options break the multi-tenancy of a cloud as either all containers are 
privileged or none are privileged. Another approach utilising other virtualisation technologies as a barrier can be 
explored to overcome these issues, which need further investigation as this would incur a performance 
overhead. 
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Appendix A: Glossary 
KVM: Kernel-based virtual machine, is a full virtualisation tool that is classified as a type-2 hypervisor. In 
order to utilise KVM the CPU it is running on must be x86 with virtualisation extensions (Intel VT or AMD-V) 
 
VM: Virtual Machine, is an instance of virtualised hardware with an operating system kernel running on top of 
it to provide an operating system as if it is running on hardware. The lifecycle of a virtual machine is controlled 
by hypervisors. 
 
QEMU: Quick Emulator, is an open source hypervisor which allows for the creation of hardware virtualised 
machines. The primary difference between QEMU and KVM, is that KVM is an implementation of hardware 
assisted virtualisation allowing for a more efficient creation for the VM. 
 
Hypervisor: An application which manages the creation and lifecycle of virtual machines. 
 
Containers: A process which performs operating system level virtualisation to host either applications or 
operating systems while sharing the host operating systems kernel. These are much lighter weight than a VM. 
 
LXC: Linux Containers, is a system that allows for the running of multiple isolated Linux instances on a single 
host machine. 
 
LXD: LXC Daemon, is a container hypervisor which allows for the creation of LXC instances using tools for 
image deployment and management, and remote creation of instances. 
 
API: Application Programming Interface, is a set of methods, routines, or protocols allowing for the 
development of applications that utilise a particular system. In the OpenStack case most of these APIs can be 
accessed remotely from HTTP requests. 
 
Ansible: An application to be used for configuration management, deployment, and orchestration. This is 
commonly used for automating installation and configuration of distributed systems. Alternatives to Ansible 
include SaltStack, Chef, and Puppet. 
 
VPN: Virtual Private Network, is a method of extending a private network over a public network. This allows 
for machines that are connected to the VPN to communicate with machines as if they are within the private 
network remotely.  
 
LVM: Logical Volume Manager, is a device mapper that maps physical volumes or partitions into a logical 
management system. This allows for the size of particular logical groups by changing the physical volumes 
being used. The logical volumes are also able to be moved between the physical volumes, allowing for simple 
migration of data between physical hard drives. 
 
Social Engineering: A method of attacking the security of an organisation by utilising the trusting nature of 
people to the advantage of the attacker. This can be done through phishing emails, dropped USBs, etc.  
 
Network Packet: A structured piece of data that is being sent over the network. A request, or response can 
consist of multiple packets which can be reconstructed on the host machine by either the kernel or an 
application. 
 
IPC: Inter-Process Communication, is the mechanism that the operating system utilises to allow processes to 
communicate with other processes. 
 
RPC: Remote Procedure Call, is a call to a method which is executed in another address space or on a remote 
machine. It is a specific version of an IPC, which if the two applications are on the same physical address space, 
a virtual address space is utilised. 
 
AMQP: Advanced Message Queueing Protocol, is the protocol that is utilised by message-oriented middleware. 
The OpenStack cloud utilises implementations of this protocol in order to send data, and operations to different 
components within the different projects. E.g. the Nova Conductor uses AMQP to talk to the Nova Compute 
drivers on the different compute hosts. 
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Whitelist: In regards to security policy and access control lists, a whitelist is a list of allowed resources, or 
actions with any resources that are not mentioned in the policy being forbidden. 
 
Blacklist: A blacklist is the opposite of a whitelist, in that a blacklist is a list of forbidden resources, or actions 
with any of these that are not mentioned are implicitly allowed. 
 
SELinux: A kernel security module which utilises a type-based enforcement system, for further details see 
Volume 2 of this report[102] 
 
AppArmor: An alternative kernel security module to SELinux which utilises a path-based enforcement system. 
Again for further details see Volume 2 of this report. 
 
YAML: YAML Ain’t Markup Language, is a language for human readable data serialisation. This is used for 
the ability to create a file which is easily understood by both humans and computers. 
 
DSL: Domain Specific Language, is a language that is developed specifically for a particular user domain. That 
is, it is a language that works well for the particular domain it is developed for. In contrast a General Purpose 
Language, is able to be used over several different domains but lacks features specific to particular domains e.g. 
C/Java. 
 

Identity Definitions 
 
User: A user of the cloud system. 
 
Tenant: A project on the cloud, allowing for the separation of allocated resources. 
 
Role: A mapping of a set of users to the operations that they can perform. 
 
Domain: Defines administration boundaries for identity management. Allowing for the creation of users and 
projects to reside within a particular domain, and thus bound by the administrative policies of the domain. 
 
Group: A group of users that can have a role assigned to it to allow for a simplified access management 
interface.  
 


